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Executive Summary
This deliverable focuses on the result of the design and implementation activities carried out
in tasks T3.1 (Design and implementation of the fog computing platform) and T3.2 (Resource
exchange broker and blockchains to enable cross-border edge federation) within the first year
of the DECENTER project. Such activities have driven to a preliminary implementation of two
main DECENTER platform layer software artefacts, i.e., the fog computing platform (T3.1) and
the brokerage platform (T3.2), and all the interfaces needed for their interaction.
The document also reports on outcome of initial investigations performed on the work of WP3
with respect to state-of-the-art fog computing solutions and functional requirements definition
for the platform layer components. Both the aforementioned investigations and the indications
provided by WP2 through the delivered DECENTER architectural solution (reported in D2.1
[1]) have driven the design and implementation activities related to the platform layer.
These activities have focused on two of the most important DECENTER functionalities: (i)
deploying applications on hierarchical cloud-edge single-domain infrastructures (through the
fog computing platform) and (ii) deploying applications on a multi-domain infrastructure
through resource sharing mechanisms implemented across fog computing platforms, where
spare resources can be both advertised and rented through the brokerage platform, by
creating smart contracts that ensure a trustful interaction relying on a blockchain-based
mechanism.
This deliverable also includes some indications on the work that has already started and will
be further carried out by T3.1 and T3.2 during the next years of the project. The work focuses
on two main aspects. First, the design and implementation of SLA management and
verification methods to ensure, through collected monitoring data, that SLAs included in
stipulated smart contracts are respected. Second, the extension and integration of IoT
platforms to enrich DECENTER’s platform layer functionalities with the capability of managing
IoT devices. Advancements and details on the related implementation work will be reported in
D3.3 (M24).
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1 Introduction
The DECENTER project aims at creating a fog computing platform able to dynamically
instantiate computational, storage and networking resources for the execution of
heterogeneous Artificial Intelligence (AI) applications, both within a single and across multiple
domains (by means of federation of resources).
According to the terminologies introduced in D2.1 [1] and recalled in Section 4 of this
document, the DECENTER platform layer consists of two platforms: the fog computing
platform and the brokerage platform. The former, implemented in T3.1, allows the deployment
of applications on a single administrative domain onto the cloud-to-things continuum, while
the latter, implemented in T3.2, enables the federation of resources across different
administrative domains, ensuring a trustful environment by leveraging blockchain-based
technologies. This deliverable reports on the design and implementation activities carried out
in the first year of the project on both the fog computing platform and the brokerage platform.
We aim to give a reasonably detailed view of the platform layer implementation, without going
into minute details of the source code. Instead, we try to highlight the main goals and
functionalities of the implemented modules and discuss on the future work for the second and
third year of the project.
The remainder of this deliverable is as follows. Section 2 evaluates the different solutions for
fog computing that can be found in literature. Two kinds of solutions are evaluated and
compared: general-purpose containers’ orchestration methods (i.e., Docker Swarm,
Kubernetes and Apache Mesos) and fog/edge-specific solutions (i.e., Amazon’s GreenGrass,
Azure’s IoT Edge, Eclipse’s Kapua, and the European projects mF2C, FogAtlas, Switch and
FogFlow). Based on the findings of this work, the WP3 has decided to rely on Kubernetes as
a containers’ orchestration method, using FogAtlas to implement basic platform layer features.
Section 3 reports on the identified functional requirements for the DECENTER platform layer,
and highlights what are the requirements that are guaranteed at the end of the first year of the
project. The reported table will be continuously updated during the WP3 lifespan, according to
the feedback from development activities.
Section 4 recalls the platform layer architecture (modules and interfaces) as reported in D2.1
[1] and the DECENTER platform layer capabilities made available during the first year of the
project on application deployment and resource sharing/federation. The section also describes
a detailed workflow for the initial showcase of the capabilities mentioned above, which has
driven modules and interfaces design and implementation. Note that this deliverable only
focuses on implementation activities related to the platform layer, whose architecture has been
designed in D2.1 and that, so far, deals with pure distributed computing aspects. In the second
year of the project, the consortium will revise and update the DECENTER platform-layer
architecture to more comprehensively include AI aspects, starting from a thorough analysis of
AI needs coming from the application layer.
Section 5 reports all the implementation work carried out so far, both with respect to fog
computing and the brokerage platform. The design and implementation activities also involve
the development of all the needed interfaces for application deployment, automated resource
sharing and resource advertisement through the Resource Exchange Broker from the
blockchain.
Section 6 and Section 7 provide an insight on additional design and implementation activities
that will be completed in the second and third year of the project. Section 6 give some
indications on how we will address the challenge of managing Service Level Agreements
8
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(SLA) among providers when sharing and federating resources, by means of appropriate
monitoring tools and third-party components called SLA managers. These components take
as input SLAs and monitoring data and are able to verify whether an SLA has been respected
or not. Section 7 describes the functionalities provided by two IoT platforms designed and
implemented by two DECENTER consortium partners: ThingPlus (DW) and sensiNact (CEA),
which are being extended and integrated in the fog computing platform to enable resource
management and orchestration in the cloud-to-thing continuum.
Finally, Section 8 concludes the deliverable, summarizing and extracting the main findings
and lessons learned in the first year of the project.
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2 Comparative analysis of fog computing solutions
In this section we report the outcomes of the preliminary analysis and evaluation of different
existing orchestration methods and edge/fog computing solutions following precise evaluation
criteria. The goal of this analysis, performed at the initial stages of the WP3 activities, was
identifying the most promising methods and solutions that could be adopted by DECENTER
as a technological base for the design and development of the fog computing platform. The
outcome of the analysis and evaluation has been fed the DECENTER fog computing platform
design and implementation activities, reported in the following sections of the document.
The DECENTER fog computing platform may be implemented either (i) by leveraging a
general-purpose containers’ orchestration method on which applications run, or (ii) by
leveraging an existing edge/fog solution. In the following, we present the evaluation criteria for
both general containers' orchestration methods and fog/edge solutions, and we report their
performed evaluation on the suitability for DECENTER.

2.1 Evaluation criteria
The evaluation criteria evaluated in this section have been adapted from bibliography to the
specific requirements of the DECENTER project from the two main standards that can be
found in literature, namely the SMI (Service Measurement Index) and the ISO/IEC 25010:2011
standards. We also consider some additional criteria that have been tailored to the specific
needs of DECENTER.

2.1.1 Service Measurement Index (SMI)
The SMI [2][3][4] is a broadly-used framework proposed by the Carnegie Mellon University to
compare the suitability of two or more IT services. In this section we have adapted the SMI
framework to specifically address the case of fog/edge deployments.
The goal of this framework is to answer the following question: “What is the relative goodness
of a fog/edge service?”. That is, how a solution stands out regarding the users' preferences.
According to the SMI framework, to answer this question the following aspects should be
considered:
•

•

•
•

10

“Financial: How much is it?”. This aspect refers to the price paid by the stakeholder
hiring the cloud or fog services which, in the context of this section will be addressed
as “the user”, unless specified otherwise. In the context of the DECENTER project, we
consider that it is affected by the cost of the solution used.
“Agility: Can [the platform] be changed and how quickly can it be changed?”. This
refers to interoperability with existing solutions (if necessary) or if users can adapt
the solution themselves. This is related with license type and software community,
described later on.
“Assurance: How likely is it that the service will work as expected?”. This feature
analyses the reliability of the solution.
“Accountability: Can we count on the provider’s organization?”. The companies
exploiting the results of the DECENTER project would be the ones accounting the
platform(s) maintenance. However, different solutions may have different maintenance
costs and accountability. To evaluate this, we focus on the following subcharacteristics:
▪ License type, as the accountability of the companies distributing the platform
may be considered as part of it.
▪ Software community, in the case of licenses with no accountability.

D3.1: First release of the fog computing platform
•

•

•

“Security and Privacy: Is the service safe and privacy protected?”. Privacy and security
are of particular importance to the DECENTER project (a dedicated task on security,
namely T3.4, will start at M13 to address privacy and security on the system). Initially,
to evaluate this, we will focus on existing hacks of each technology, and how they
have been addressed.
“Usability: Is it easy to learn and to use?”. This is evaluated from the final users’
perspective and refers to the Quality of Experience (QoE) or the ease of utilization of
the solution.
“Performance: Does it do what we need?”. This is, possibly, the most important
characteristic for the user, and refers to the response of the system to their
requirements, that is the Quality of Service (QoS).

2.1.2 ISO/IEC 25010:2011
The second most-accepted standard in bibliography is the ISO/IEC 25010:2011 [5], which is
intended to provide a numerical score to a software project. As previously, we have adapted
this standard to better fit the context of the DECENTER project, i.e., to the deployment of
fog/edge solutions. The ISO/IEC 25010:2011 answers to the following question: “What should
we ask from the fog/edge solution?”. This standard considers the following characteristics:
•

•

•

•

•
•

“Functional suitability: A set of attributes that bear on the existence of a set of functions
and their specific properties.". That is, if the solution implements specific functions
required by DECENTER.
“Reliability: A set of attributes that bear on the capability of software to maintain its
level of performance under stated conditions for a stated period of time.” To evaluate
this, we will focus on the following sub-characteristics:
o Maturity: Time in the market.
o Fault tolerance: Ability to perform under failures in the system.
o Recoverability: Ability to become operative without data loss after a failure
that stops the service.
o Elasticity: Ability to increase computational capacity under necessary
circumstances without stopping the service.
“Usability: A set of attributes that bear on the effort needed for use, and on the
individual assessment of such use, by a stated or implied set of users.” For this
feature, we will mainly focus on the ease of deployment.
“Performance efficiency: A set of attributes that bear on the relationship between the
level of performance of the software and the amount of resources used, under stated
conditions”, focusing on the use of resources and the consolidation of multiple
applications.
“Maintainability: A set of attributes that bear on the effort needed to make specified
modifications”. That is, how easy is to maintain and test.
“Portability: A set of attributes that bear on the ability of software to be transferred from
one environment to another”. This is the capability of ‘hot’ and ‘cold’ service
migrations.

2.1.3 DECENTER-tailored evaluation methods
The two evaluation methods discussed above were designed for IT services and adapted by
us to fog/edge deployments. Due to this wide view, they do not address certain goals that are
inherent to highly distributed deployments. Thus, we also adapt some further characteristics
found in bibliography, such as those related to the communication between components. For
11

instance, Feminella et al. [6] focus on the network utilization that a fog/edge deployment
generates for management (i.e., independently from application data), a very important
characteristic for highly-distributed deployments with limited capabilities.
Other characteristics that are of interest to DECENTER are whether a certain fog/edge
solution integrates extra functionalities, such as machine learning support or automatic data
redistribution (which make the data control much simpler), and the ability to map a service to
a certain specific node. While the former is useful to manage data flows at the edge, the latter
allows performing certain services in certain nodes, for example those equipped with specific
sensors.
We consider the following two extra characteristics to be evaluated:
•
•

Data orientation, that is, if the solution natively incorporates the management of data,
including functions natively designed for data management;
Service mapping, the ability to select in which node a service will run (mapping a
service to a node).

Finally, regarding the DECENTER project, some more specific additional criteria need to be
addressed, beside those in bibliography:
•
•

•
•
•

Research-focused: possibility to perform research on the fog/edge solution itself;
Resource (node, region, network) management and administration: possibility to
commission/decommission a node/region, to manage the resource allocation on a
given node/region and to decide how to allocate the workload;
Autonomy (decentralization) of nodes/regions: ability of a node/region to continue
to operate even in isolation (without connection with central master node);
Federation: supporting the federation with other fog/edge solutions;
Blockchain compatibility: Ability to natively work with blockchain technologies or to
be easily adapted to incorporate blockchain functionalities.

2.2 Evaluation
2.2.1 Containers' orchestration solutions
In our evaluation we first focus on existing and general-purpose technologies used to deploy
and orchestrate containers. We focus on the three main solutions that can be found in
literature: Docker Swarm1, Kubernetes2 and Apache Mesos3.
According to the SMI framework, we obtain the following comparison, shown in Table 1:
Table 1 SMI evaluation of containers’ orchestration solutions.
Cost
Interoperability
Reliability
License type
Software
community

1

Docker Swarm
Free
K8S [6], Docker
Good
Apache License 2.0
Docker

https://docs.docker.com/engine/swarm/
https://kubernetes.io/
3 http://mesos.apache.org/
2
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Kubernetes (K8S)
Free
Swarm [6], Docker,
LXC/LXD [7], AWS
Excellent
Apache License 2.0
Kubernetes/Google

Apache Mesos
Free
K8S, Docker,
LXC/LXD, Swarm
Good
Apache License 2.0
Apache

D3.1: First release of the fog computing platform
Security/privacy
breaches
QoE
QoS

Y [8]

Y [9]

N

Easy
Good

Easy
Excellent

Easy
Excellent

On the other hand, following the ISO/IEC standard, we can obtain results shown in Table 2.
Table 2 ISO/IEC evaluation of containers’ orchestration methods.
Suitability
Reliability
First release
Fault tolerance
Recoverability
Scalability
Deploy in
Raspberry Pi
Consolidation
Easy to maintain
Native
Orchestration
Portability
Hot migrations
Cold migrations

Docker Swarm
Containers [10]

Kubernetes
Containers [10]

Good
2013
N4
N4
+30K containers [13]
Y5

Excellent [11]
2014
Extremely reliable [12]
Auto-scaling [12]
+150K containers [14]
Y6

Apache Mesos
Data-center
management
Good
2015
Extremely reliable [12]
N4
+10K nodes
N

Y (see Figure 1)
Y
Y

Y (see Figure 1)
N
Y

Y
N
N7

Y
Theoretical
Y

Y
Theoretical
Y

Y
Y
Y

Figure 1 Performance comparison at scaling Docker Swarm and Kubernetes.
([15] Docker sponsored)

From a data management perspective, we realize that only Apache Mesos incorporates native
data management. Mesos performs better in the independent management of multiple data

4

Managed by the user
https://medium.com/@ruanbekker/setup-docker-swarm-on-a-3-node-raspberrypi-cluster-with-nfs-3a15b8a7859d
6 https://medium.com/nycdev/k8s-on-pi-9cc14843d43
7 https://mesosphere.github.io/marathon/
5
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flows than in the orchestration of services. With respect to the DECENTER-tailored evaluation
methods, we obtain the results shown in Table 3.
Table 3 DECENTER’s tailored evaluation of containers’ orchestration solutions.
Data orientation
Data functions
Map to node
Map to specific nodes
Resource mgmt. and
administration
Nodes autonomy
Research focused
Federation
Native Block-chain

Docker Swarm
N
N
Y
Y [16]
Y8

Kubernetes
N
N
Y [16]
Y [16]
Y9

Apache Mesos
N
N
N [16]
Y (Limited) [17]
N

Y
Y
Y
Y10 [19]

Y
Y
Y
Y11 [20]

Y
Y
Y9 [18]
-12

2.2.1.1 Docker Swarm vs. Kubernetes vs. Apache Mesos
In this subsection we report a brief recap on the comparison of the three orchestration
solutions performed above.
Kubernetes and Docker Swarm provide very similar services, while Apache Mesos is designed
to manage large and independent workloads. To ease the interaction between partners, a
Docker-based solution is recommended rather than Apache Mesos.
As Kubernetes is designed to have very good performance, it is extremely reliable and very
easily adaptable in configuration options and tools to ensure performance. Also, the
Kubernetes community is bigger than the communities behind the other two solutions, due to
the hype created around Google liberating the code. This is easily observed through the
evolution of trends in Google search in the last year, as shown in Figure 2.

Figure 2 Evolution of searches of Apache Mesos, Kubernetes and Docker Swarm.
(Source: Google)

8

It requires running docker in privileged mode, see: https://docs.docker.com/engine/reference/run/#runtimeprivilege-and-linux-capabilities
9 https://e.huawei.com/en/publications/global/ict_insights/201608111457/core-competency/
201608120826
10 https://hub.docker.com/u/hyperledger/
11 https://labs.vmware.com/flings/blockchain-on-kubernetes
12 A dash character means that no information can be found
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On the other hand, Docker Swarm is designed to be deployable in a simpler way and it is more
lightweight. From a performance perspective, bibliography is not yet very clear, although it
seems more favourable to Docker Swarm over Kubernetes.

2.2.2 Fog/edge solutions
The second investigated possibility is using software specifically designed for edge/fog
deployments. On the bright side, this type of solutions provides a service closer to a real PaaS,
which is the goal of DECENTER. Furthermore, the management and development of IoT
applications is simplified, since the communication and fault tolerance of applications are
usually natively managed by the solution. Also, some of the solutions investigated in this
section are specifically designed to process data on the edge, including data acquisition,
robotics and ML/AI features, and automatically move computation between the cloud and the
fog/edge, according to the configuration provided.
However, these solutions are not necessarily based on virtualisation methods, so the
advantages of using virtualisation are lost in this case. Also, they are more restrictive regarding
interoperability with other software deployments, sometimes are more costly and in most of
cases lack the support of a community, thus, their usage may not be as impactful on the opensource community.
Following the previously-described evaluation criteria , we analyse three commercial solutions
for fog/edge deployment (i.e., Amazon GreenGrass13, Azure IoT Edge14 and mF2C15) and four
research solutions (Kapua16, FogAtlas17, Switch18, FogFlow19) for which, in most of the cases,
some of the partners of the DECENTER consortium have some experience with. For the first
comparison, we use the SMI framework, as shown in Table 4.
Table 4 SMI evaluation of edge/fog deployments.

Cost

Green
Grass
Pay-asyou-go
[12]
AWS

IoT Edge mF2C

Kapua

Free

Free

Docker
and
COMPSs
Y

Reliability
for design
License
type

Y

Pay-asyou-go
[21]
Azure
and K8S
[22]
Y

Amazon
Software
License20

Microsoft Apache
Software License
License21 2.022

Software
community

-

-

Interoperability

-

Fog
Altas
Free

Switch
Free

Fog
Flow
Free

OKD and
Vagrant
[23]
Y

K8S

K8S

Docker

-

N

Y

Eclipse
Public
License
1.023
Eclipse &
Redhat

Apache
License
2.0

Apache
Licence
2.0

BSD 4Clause
License

-

-

-
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https://aws.amazon.com/greengrass
https://docs.microsoft.com/en-us/azure/iot-edge/
15 https://github.com/mF2C/LifecycleManagement
16 https://www.eclipse.org/kapua/
17 https://fogatlas.fbk.eu/
18 www.switch-project.eu
19 https://fogflow.readthedocs.io/en/latest/
20 https://s3-us-west-2.amazonaws.com/greengrass-release-license/greengrass-license-v1.pdf
21 https://github.com/Azure/azure-iot-library/blob/master/License.txt
22 https://www.apache.org/licenses/LICENSE-2.0
23 https://www.eclipse.org/legal/epl-v10.html
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Previous
hacks
QoS/QoE

-

-

-

-

-

-

-

-

-

-

-

-

Y

-

Second, we compare using the ISO/ECI standard, as shown in Table 5.
Table 5 ISO/ECI evaluation of edge/fog deployments.

Suitability

Reliability
for design
First
release
Fault
tolerance
Recov.
Scalability
Ease of
deploy
Consolidati
on oriented
Maintain.

Green
Grass
IoT and
lambda
functions
Y

IoT
Edge
IoT &
Edge

mF2C

Kapua

Switch

Y

Fog
Altas
Fog
/Edge
apps
-

Fog &
Edge

IoT

Y

Y

2016

2017

2018

2016

2018

2016

2017

Y

Y

Docker's

Y24

K8S'

K8S'

-

Y

Y

N39

N24

N41

N41

Medium

Easy26

No
Medium

N40
Easy28

N41
Medium

N41
Medium

Y
Medium

29

29

29

25

27

Y

N

N

N39

N40

N41

N41

Y

Medium

Easy30

Medium

Easy32

Medium

Medium

Medium

30

30

30

30

Native
Orches.
Portability
Hot
migrations
Cold
migrations

Time
critical
apps
N

Fog
Flow
Cont.
data

31
33

34

35

N

N

N

N

N

N

Y

N
N

N39
Y

N39
Y

N40
Y

N41
Y

N41
Y

N39
-

N

Y

Y

Y

Y

Y

-

From a data perspective, most of these solutions are more focused on data management than
simple orchestration, as shown in Table 6 related to the DECENTER-tailored evaluation
methods.
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Requires integration with other techs
No need to manage the application layer, but coding is unnecessarily complex
26 No need to manage the application layer and a simulator is provided
27 Straight-forward deploy and direct contact with developers
28 Comes with UI and a simulator provided for testing
29 Straight-forward deploy and direct contact with developers
30 Large documentation in the Internet, including examples to work on
31 Limited documentation on the Internet, but direct line with developers
32 Good documentation in the web and community-maintained forums
33 Can be implemented through docker
34 Can be implemented through OKD
35 Can be implemented through K8S
25
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Table 6 DECENTER’s tailored evaluation of edge/fog deployments.

Data
orientation
Data
functions
Functions
run on the
edge
GPU
oriented
Map to node
Resource
mgmt. and
admin.
Nodes
autonomy
Research
oriented
Federation
Native
Blockchain

Green
Grass
Y

IoT
Edge
Y

ML & AI

mF2C

Kapua

Switch

N

Fog
Atlas
N

N

Fog
Flow
Y

N

ML & AI -

-

-

-

-

N36

Yes
[24]

-

-

-

-

-

Y

Y

Y37

Y 36,38

-

-

Y36

Y
Y39

Y
Y40

Y
Y41

Y
Y40

Y
Y

Y [25]
Y40

Y
Y40

Y

Y

Y

Y

Y

-

Y

N

N

Y

Y

Y

Y

Y

Y42
Y [27]

Y43
N

Y
N

Y
N

Y
N

Y [26]
N

Y
N

Edge/fog solutions are new technologies which, until now, are quite limited. From the
perspective of the impact in the Internet community, it is shown in Figure 3 that all commercial
solutions have a similar number of occurrences in global searches, and there is not a clearly
most popular one. Also, the popularity of these commercial solutions is still low compared to
the general-purpose orchestration solutions presented above. However, what can be noted
by the above tables, is that most of the fog/edge solutions are interoperable with existing and
well-established virtualisation and orchestration solutions (e.g., Docker and Kubernetes).

36

GreenGrass depends on lambda functions, which are centralized in the cloud [23]. However, these can be
configured in local resources. see: https://docs.aws.amazon.com/greengrass/latest/developerguide/mlconsole.html#ml-console- add-resources
37 NVidia docker GPU Container, see: https://www.nvidia.com/object/docker-container.html
38
Eclipse Deeplearning4j container GPU support, see: https://projects.eclipse.org/proposals/eclipsedeeplearning4j
39 Requires the integration of IoT Device Management, see: https://aws.amazon.com/iot-device-management/
40 Requires the integration of IoT Hub, see: https://docs.microsoft.com/en-us/azure/iot-hub/iot-hub-devicemanagement-overview
41 Requires running docker in privileged mode, see: https://docs.docker.com/engine/reference/run/#runtimeprivilege-and-linux-capabilities
42 Only with AWS
43 Only with Azure
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Figure 3 Evolution of searches of AWS GreenGrass, Azure IoT Edge and Eclipse Kapua.
(Source: Google)

2.2.3 Wrap up of the study and definition of the DECENTER framework
Given all the above study and considerations, in the DECENTER project it has been chosen
Kubernetes as general-purpose container orchestration solution as base for the development
of the fog computing platform.
In this subsection we present the DECENTER framework (see Figure 4) which, following the
layered view of DECENTER architecture presented in D2.1 (Section 4), shows our approach
from a development perspective.

Figure 4 The DECENTER framework and its relationship with the DECENTER layered view.

The DECENTER framework consists of a set of services, modules and extensions that need
to be developed and composed to support the deployment of customers' AI applications. More
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specifically, the DECENTER framework includes all the software artefacts to be developed in
WP3 to meet the project objectives.
Figure 4 shows the DECENTER framework concept in relationship with the layered view
presented in Section 4 of D2.1. Note that this figure does not report all the modules and
interfaces that must be implemented within DECENTER, but only shows an example on some
different modules and extensions are mapped on the layered view. The DECENTER
framework will focus on the platform layer modules and extensions (depicted in blue).
Conversely, WP4 will focus on the application layer modules and extensions, which however
are not part of the DECENTER framework but are an input for it, since AI applications are
deployed leveraging modules and interfaces of the platform layer. Note that some of the
modules and extension that needs to be implemented (e.g. data management solutions) can
be cross-layer, meaning that the implementation of those modules or extensions will be jointly
carried on by WP3 and WP4.
Looking more in detail into the platform-layer DECENTER framework, the work package has
decided that DECENTER will adopt Kubernetes and Docker as base technologies for
the orchestration and deployment of containers (we call the combination of such two
technologies Computing Platform in the figure). The work package will then add all the
needed WP3 extensions to implement the functionalities requested by the project, such
as the possibility to handle a distributed fog infrastructure, to provide resource sharing (e.g.
by means of the Resource Exchange Broker) or to deploy AI applications over a fog computing
infrastructure. From an implementation perspective, the outcome of this extension activity will
be the DECENTER platform, which consists of both the fog platform and the brokerage
platform.
The modules and interfaces of the first version of the platform-layer DECENTER architecture
are introduced in D2.1 and recalled in this document in Figure 5. All the presented modules
are developed within the DECENTER framework either as an extension of existing
technologies or as stand-alone modules. For example, in Figure 4, the overlap between the
“Computing Platform” box and the “Workload placement” box of the “Orchestrator” module
shows from a visual point of view that the “Workload placement” functionality of the
“Orchestrator” module will be provided as an extension of the “Computing Platform” adopted
technologies (i.e., as an extension of the Kubernetes scheduler).
In the comparative analysis performed in this section we have also discovered that most of
the existing edge/fog solutions are based on (or are interoperable with) existing container
orchestration software such as Kubernetes. For this reason, as it will be recalled in Section 5,
DECENTER development activities for the first year of the project have started by
extending the functionalities, when possible, of one of the existing Kubernetes-based
edge solutions reported above, i.e., FogAtlas. The reason of this choice is that FogAtlas
already provides some of the basic functionalities requested by DECENTER for intra-domain
applications' deployment and has been developed by one of the consortium partners (i.e.,
FBK), which can thus provide full support in development activities. However, FogAtlas is only
one of the possible solutions that can be leveraged by DECENTER, and the framework
described above is applicable to any Kubernetes-based solution. More details about design
and implementation activities to meet DECENTER platform layer functional requirements, as
shown in Section 3, please refer to Section 5.
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3 Identified functional requirements
As an initial effort related to the DECENTER platform layer design and implementation
activities, we have identified the functional requirements for the platform layer to be
implemented in WP3. The functional requirements reported in this section have been
elaborated starting from an investigation of the use-case-related requirements as identified by
WP2 and reported in D2.1 [1]. Given those high-level requirements, we have here extrapolated
a list of finer-grained functional requirements that must be met by the platform layer for a
successful demonstration of the proposed use cases and for the validation of the overall
DECENTER concept.
Table 7 reports the functional requirements that have been identified so far. The table will be
constantly updated during the WP3 lifespan, following indications from development activities.
Note also that the entries of the table that are in bold are the functional requirements that are
met by the DECENTER platform layer by the end of the first year of the project (M12). The
table includes six columns:
•
•
•
•
•
•

Category: high-level characteristic of the requirement;
ID: univocal identifier of the requirement;
Description: brief description of the requirement;
Target: to which aspect/component/platform the requirement refers to;
Related UCs: to which UCs the requirement is relevant;
Priority: what is the priority (High, Medium or Low) of the requirement in terms of
implementation activities. High refers to a requirement that should by mandatorily met
by the end of the project, Medium refers to a requirement that should be met but its
neglect does not prevent to disclose all the DECENTER innovations, while Low refers
to a requirement that may or may not be met by the end of the project, but it would be
nice to have.
Table 7 Functional requirements.

Category

ID

Interoperability

FR-01

FR-02

FR-03

FR-04

FR-05
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Description
Interoperability between
legacy and modern
devices.
Interoperability with
Public Cloud (AWS,
Azure, etc.).
Compatibility with IoT
platforms (e.g.
sensiNact, ThingPlus).
Cross-border crossdomain federation
between cloud-cloud,
edge-edge and edgecloud must be
supported.
Cross-border crossdomain federation
based on blockchain

Target

Relate
d UCs
UC1

Medium

Fog Platform
(Resource
sharing)
Fog Platform

-

Low

UC3

High

Fog Platform
(Resource
sharing) /
Brokerage
Platform

UC2
UC3

High

Brokerage
Platform
(Resource

UC2
UC3

High

Fog Platform

Priority
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Reliability and
Autonomy

FR-06

FR-07

FR-08

FR-09

Hierarchy and
Scalability

FR-10

FR-11

FR-12

Security

FR-13

FR-14

FR-15
FR-16

Virtualisation
Support

FR-17

technology should be
supported.
Ability for a fog K8S
cluster to response even
if specific nodes are not
operating.
Possibility to
autonomously perform
functions for network
service failures.
Ability of nodes within a
cluster to perform their
functions autonomously
without depending on the
master node.
Possibility to provide
service fail-over in case
of failure.
Support of multi-tier
infrastructures.

Exchange
Broker)
Fog Platform

Support of
provisioning and
addition of new nodes
to the fog K8S Cluster.
Ability of management
systems to allow
expansion and
reduction of computing
resources.
Guarantees of
confidentiality, integrity
and availability by fog
K8S cluster.
Guarantees of
authentication and
access control in
accessing fog K8S
cluster.
Safe storage of data in
the fog K8S cluster.
Security to data
processed in cloud-to-fog
and fog-to-fog.

Fog Platform
(Architecture)

UC1
UC2
UC3
UC4
UC1
UC2
UC3
UC4
UC1
UC3
UC4

Medium

UC1
UC3
UC4
UC1
UC2
UC3
UC4
UC1
UC3
UC4

Low

Management
(Cluster
Scalability)

UC1
UC2
UC3
UC4

High

Management /
Authentication

UC1
UC3

Low

Management /
Authentication /
Authorization

UC1
UC2
UC3
UC4

Low

Fog Platform

UC2
UC3
UC1
UC2
UC3
UC4
UC1
UC2
UC3
UC4

Medium

Fog Platform

Fog Platform

Fog Platform
(Service
Availability)
Fog Platform
(Architecture)

Fog Platform

Support to
Fog Platform /
virtualisation and
Resource
usage of enterprise and Management
web-scale models.

Low

High

High

High

High

High
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Containerizatio
n Support

FR-18

Possibility to deploy
containerized
applications.

Fog Platform /
Resource
Management

System
Management

FR-19

Ability of the
management system to
configure a fog cluster.

Management
(Provisioning)

FR-20

Ability of a provisioned
fog K8S cluster to
deploy fog nodes.

Management
(Deployment)

FR-21

Ability to deploy
application services on
the fog K8S cluster.

Management
(Deployment)

FR-22

Ability to manage
multiple K8S fog
clusters.
Ability of a fog K8S
cluster to trigger alerts to
the manager when
system errors occur.
Guarantees that the
system relies on a stable
Internet connection.
Support to orchestration
for inter-cluster cloud
and fog resources.
Support to
orchestration for fog
K8S cluster internal
system resources and
operational service
containers.
Support to applicationaware orchestration for
cloud-edge resources at
an application
microservice level
Rich application service
and Application
Catalogue to provide
multiple open source
templates for easy
installation and use.
Support for application
services /application
images storage on
containers’ repository.

Management /
System
Monitoring
Fog Platform /
Management
(Alerting)

FR-23

FR-24

Orchestration

FR-25

FR-26

FR-27

Application
and Service
Management

FR-28

FR-29
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UC1
UC2
UC3
UC4
UC1
UC2
UC3
UC4
UC1
UC2
UC3
UC4
UC1
UC2
UC3
UC4
UC1
UC3
UC4
UC1
UC2
UC3
UC4
UC1
UC3
UC4
UC1

High

UC1
UC2
UC3
UC4

High

Fog Platform
(Orchestration)

UC1
UC2
UC3
UC4

High

Management
(Application
Catalogue)

-

Medium

Management
(Application
Repository)

UC1

Low

Fog Platform
(Stability)
Management
(Inter-fog
Orchestration)
Management
(Infra-fog
Orchestration)

High

High

High

High

Low

Medium
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FR-30

Resource
Management

FR-31

FR-32

FR-33

FR-34

User
Management

FR-35

FR-36
AI function
Support

Guarantees that
application services and
applications distributed
through the Application
Catalogue are
manageable.
Possibility to allocate
resources to applications
that require different
processing units (CPU,
GPU, etc.).
Ability to create a
cross-border crossdomain federation to
share resources
among clouds, edges
or both.
Guarantees of
Resource Exchange
Broker functionality for
cross-border crossdomain federation.
Ability to perform
resource, QoS and SLA
monitoring
functionalities.
Ability to provide users
and administrators with
the appropriate privileges
for access to the
management system.
Possibility to perform
hierarchical workload
placement to map AI
algorithms on to the
cloud-to-things
continuum.

FR-37

Ability to distribute AI
applications / models.

FR-38

Ability to receive and
process various sensor
data of IoT
platforms/sensors.
Storage availability in
the K8S cluster to store
IoT sensor data.

IoT function
Support
FR-39

Management
(Application
Service)

-

Low

Management
(Resource
allocation,
Resource
orchestration)

UC1
UC3
UC4

High

Management
(Fog Platform Resource
Sharing)

UC2

High

Management
(Brokerage
Platform Resource
Exchange
Broker)
Management
(Resource
Exchange
Broker)
Management
(User)

UC2

High

UC2
UC3

High

-

Low

Fog Platform

UC1
UC3
UC4

High

Management
(Hybrid
decentralized AI
models)
Fog Platform /
IoT Platform

UC1
UC3
UC4

High

UC1
UC2
UC3
UC4
UC2
UC3

High

Fog Platform

Medium
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4 Platform layer architecture and initial scenario
We have defined the Platform Layer Architecture, in a shared effort with WP2, a description
of which is reported in D2.1 [1]. From a high-level perspective, one of the most important
DECENTER functionalities provided by the aforementioned architecture is allowing the
sharing of resources among different Infrastructure Providers by means of a
blockchain mechanism. As shown in Table 7 (see Section 3), this high-level functionality
comes from four functional requirements: FR-04, FR-05, FR-32 and FR-33. In addition to all
K8S-related features that are needed for the application deployment on a single
infrastructure domain, a main functionality in DECENTER is a blockchain-based resource
sharing, which we have implemented in the first year of the project. To this aim, we have also
defined an initial scenario to disclose, by means of a “showcase” workflow, all platform
capabilities related to application deployment and resource-sharing functionalities.
As also pointed out in D2.1 [1], at the end of the first year of the project there are two important
aspects, i.e., monitoring and SLA management, still missing in the overall architectural picture.
Monitoring the infrastructure and verifying, leveraging monitored data, whether the SLAs
stipulated among Infrastructure Providers are met or not is of paramount importance for
DECENTER, and it will be the focus of design and implementation activities in the second year
of the project. Section 6 reports some insights on the monitoring and SLA management
methods that will drive design and implementation activities for the project second year.
The following of this section recalls the Platform Layer architecture as designed in D2.1 [1]
and provides the workflow we have defined to show the functionalities of the DECENTER
Platform Layer implemented by the first year. Section 5 will instead go more into technical
design and implementation details to ensure a smooth execution of the proposed workflow.

4.1 Design of the fog computing platform: modules and interfaces
Using the work fed from WP2 we have designed and refined the Platform Layer Architecture
allowing the deployment of cloud-native application on an infrastructure spanning from edge
to cloud and the sharing of resources among different Infrastructure Providers, as reported in
Figure 5.
Regarding the Platform Layer, as already specified in D2.1 [1], two main sub-layers have been
identified. They reflect the two possible usage scenarios for DECENTER (i.e., single vs.
multiple administrative domains):
•

•
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The Fog Computing Platform, which handles user (i.e., Service Provider) application
requests on a single administrative domain. The Fog Computing Platform modules are
depicted in Figure 5 in orange (for Infrastructure Provider A) and green (for
Infrastructure Provider B). Clearly, this figure only shows two Infrastructure Providers
for the sake of clarity, but more could be involved.
The Brokerage Platform, which sits above the previous layer, and federates multiple
administrative domains to handle user application requests when different
administrative domains are involved in the deployment of an application. The
Brokerage Platform modules are depicted in Figure 5 in yellow.

D3.1: First release of the fog computing platform

Figure 5 Platform Layer – Main components44.

From a global perspective, the main modules of the Platform Layer Architecture in charge of
the design and implementation activities (as identified in the first year of the project) are the
following:
•

•

•

•

44

The Application Composer Graphical User Interface (GUI) is the component that
can be used by a Service Provider to “draw” a microservice-oriented application
(including data flows) and specify the microservices’ and application’s requirements.
Each Infrastructure Provider grants access to its fog platform’s Application Composer
GUI to any Service Provider requiring the deployment of an AI application over (part
of) the infrastructure.
The Resource Selector implements the intelligence for choosing and negotiating
external infrastructure(s) and resources that must be used for the deployment of an
application, depending on microservices’ and applications’ requirements. The
available resources and their reference infrastructures are retrieved from the Resource
Exchange Broker. Also in this case, each Infrastructure Provider that wants to federate
with other Infrastructure Providers needs a Resource Selector.
The Resource Exchange Broker adopts the role of a blockchain-based “conveyor
belt”, where different Infrastructure Providers (i.e., resource owners) can commit some
resources for sharing with third parties. This sharing is regulated through Smart
Contracts which are recorded in a blockchain.
Infrastructure Providers are the entities that deploy applications and own resources
that can be shared. In Figure 5 we have reported the main modules needed for
application deployment and resource sharing by Infrastructure Providers, namely the
Orchestrator, the Infrastructure Provisioning and the IaaS Manager. For more
details about all the components (also the ones not depicted in Figure 5), the reader
should refer to Section 5 of this document.

Black arrows indicate the interfaces that allow interaction between the different depicted modules.
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To allow the interaction between components, the following interfaces are needed:
•

•
•

Interface 1 (Resource Exchange Broker APIs): it allows the Infrastructure Providers to
publish their resource availability on the Resource Exchange Broker’s blockchain and
retrieve information about the advertised resources.
Interface 2 (Fog Platform APIs): it is used by the Infrastructure Providers for the
application deployment over the underlying infrastructure.
Interface 3 (Resource Sharing APIs): it is used for the IaaS-based resource sharing
procedures when resources from different administrative domains are needed for the
application deployment.

More details about implementation of the aforementioned modules and interfaces are reported
in Section 5. In the following, we report the defined scenario for the showcase application
deployment and resource sharing features.

4.2 Initial scenario: application deployment and resource sharing features
Figure 6 shows the workflow implemented within WP3 of the application deployment in a
resource-sharing scenario. This workflow involves the modules and interfaces described
above and tackles a scenario where resource sharing across two Infrastructure Providers is
needed to deploy a microservice-oriented AI application as designed and implemented by a
Service Provider (i.e., who as an application to be deployed over an infrastructure). The
workflow definition contains all the steps from resource advertisement on the Resource
Exchange Broker to the application deployment.
In our explanatory workflow, we make the following assumptions, for the sake of clarity:
• Only two Infrastructure Providers can share their resources, namely Infrastructure
Provider A and Infrastructure Provider B;
• A Service Provider needs resources from both Infrastructure Provider A and
Infrastructure Provider B (e.g. computational resources from Infrastructure Provider A
and a camera located in Infrastructure Provider B);
• The Service Provider chooses an Infrastructure Provider (e.g. Infrastructure Provider
A in this case) as the main provider. The GUI and Resource Selector used are those
from the main provider and the Service Provider has a preference in using the
resources from the main provider;
• The Infrastructure Providers adopt an IaaS-based approach for sharing of their
resources (see D2.1 [1]).
Given these assumptions, we describe in detail the different steps reported in Figure 6 (note
that we follow the same notation and workflow steps reported in the figure):
1. Publish resource availability
Infrastructure Providers A and B use the Resource Exchange Broker APIs (Interface 1) to
advertise the availability of the resources which they are willing to offer. The exchanged data
structure should contain (i) the type and amount of resources to be shared and (ii) indications
on Service Level Objectives (SLOs) that will be guaranteed. For additional information of
resource and SLA models the reader should refer to D2.1 [1].
From a high-level perspective, we consider two different types of resources:
a. Generic amount of compute/memory/storage (virtualized) resources (e.g. CPU, GPU,
RAM, disk, etc.);
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b. A physical or virtual existing edge node (e.g. a Raspberry PI or a pre-provisioned
Virtual Machine) close to specific devices (e.g. a camera) and connected to them with
a guaranteed bandwidth and latency.
Once the resources have been committed to the Resource Exchange Broker, it executes the
mechanism to open a Smart Contract including all the received information. Through Resource
Exchange Broker APIs Infrastructure Providers can also revoke their resource availability.
2. Reserve rentable resources
The Infrastructure Providers execute their appropriate mechanism to ensure that the
resources that have been committed to the Resource Exchange Broker are available for future
rent. That is, these are not committed to other services.
3. Compose application
The Service Provider uses the Application Composer GUI to design a microservice-oriented
application and specifies its requirements (both for microservices and data flows). The AI
application model (considered requirements, adopted graph topologies etc.) and
specifications are defined in WP2 and WP4 (see D2.1 [1] and D4.1 [28] respectively), while
the Application Composer GUI is developed within WP3 and ensures the compliance with
adopted models and specifications.
4. Send application descriptor
The Application Composer GUI generates as output a descriptor which contains all the
relevant information of the application. This application descriptor is sent to the Resource
Selector and used to gather relevant resources.
5. Check for available resources
The Resource Selector identifies which resources shall be used to deploy the application in
order to ensure that all aforementioned requirements are met while deploying the application
across different infrastructures.
As first step, the Resource Selector calls Resource Exchange Broker APIs (Interface 1) to
check for all available resources, i.e., resources which have an open Smart Contract.
6. Retrieve available resources
The Resource Exchange Broker forwards to the Resource Selector the description of the
available resources that have an open Smart Contract.
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Figure 6 Explanatory example of application deployment in a resource sharing scenario.
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7. Select resources
For the moment, we consider a simpler Resource Selector, which could be just based on a
click-based choice and thus resource selection can be manually triggered by the user. The
workflow assumes that the user chooses resources from both Infrastructure Provider A and
B, being Infrastructure Provider A the main provider (as per assumptions at the beginning of
this subsection). This means that Infrastructure Provider A must extend his pool of resources
with additional ones rented from Infrastructure Provider B (e.g. access to a camera).
In the future, an algorithm will be designed to select the appropriate resources and
infrastructures for a successful deployment of the application and its microservices, while
ensuring that requirements are met. Such an algorithm will embrace different concepts and
methodologies (e.g. decision-making processes, multi-domain virtual network embedding,
etc.). The algorithm will be designed and implemented within T3.3 work starting from the
second year of the project (note that, in the second year, D3.2 will be released on these
aspects).
8. Involved Smart Contracts closed and communication of public endpoint of B
Once the Resource Selector has chosen the resources to use, it calls Resource Exchange
Broker APIs (Interface 1) to create a Smart Contract for the use of these resources. When the
Smart Contract is created and recorded in the Resource Exchange Broker’s blockchain, the
agreement between Infrastructure Providers A and B is formalized.
Then, the Resource Exchange Broker exchanges the public endpoint used by Infrastructure
Provider A to attach the selected resources from Infrastructure Provider B. Given the different
types of resources introduced in Step 1 (“a” and “b”) and assuming an IaaS-based approach
for resource sharing, the exchanged data is:
•

•

In case of resources of type “a”, the Infrastructure Provider reference endpoint to
provision Virtual Machines on its infrastructure (i.e., the address/credentials to access
its IaaS Manager, e.g. OpenStack);
In case of resources of type “b”, the endpoint to physical or virtual edge node/resources
to be shared (e.g., their public IP address).

The Smart Contract ensures a Service Level Agreement (SLA), which should be constantly
monitored and guaranteed. As pointed out at the beginning of the Section, SLA management
and monitoring aspects will be handled in the second year of the project.
9. Send application descriptor and public endpoint of B to Fog Platform A
The Resource Selector from Infrastructure Provider A calls Fog Platform A APIs (Interface 2)
to communicate (i) the application descriptor, (ii) the public endpoint for rented resources (as
retrieved in Step 8) and (iii) their amount (e.g. 4 GB of RAM). Infrastructure Provider A can
then start the procedure to federate the resources shared by Infrastructure Provider B through
an IaaS-based approach.
10.Create VM or reach physical resources (self-provisioning)
The Infrastructure Provider A uses the Infrastructure Provisioning module for self-provisioning
of resources over the Infrastructure Provider B (leveraging Interface 3) according to cases “a”
and “b” reported in Step 1:
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a. The Infrastructure Provider A uses the reference point provided by the Infrastructure
Provider B to self-provision a Virtual Machines on Infrastructure B through IaaS
Manager B;
b. Infrastructure Provider A uses the endpoint of the shared physical/virtual resource or
edge node to ensure that there is connectivity with the already-provisioned resources.
11.Join of resources to infrastructure
In both cases “a” and “b”, the Infrastructure Provisioning A module performs a join of virtual
(or physical) resources from Infrastructure Provider B into the pool of resources (i.e.,
Kubernetes cluster) of Infrastructure Provider A. This way, the infrastructure of Infrastructure
Provider A is augmented with the resources shared by Infrastructure Provider B and federation
of resources is performed.
12.Deployment of application
Infrastructure Provider A deploys the application over the federated (multi-domain)
infrastructure spanning from cloud to edges, while meeting the applications requirements.
13.Success
Infrastructure Provider A notifies the Resource Selector that the application has been
successfully deployed.
14.Success
The Resource Selector notifies the Service Provider that the application has been successfully
deployed through the Application Composer GUI.

4.2.1 Short remarks on the presented workflow
For a successful implementation of the workflow described above, many technical challenges
have been identified and partially addressed within WP3 work. However, the reader should
note that this explanatory example is a first step in the design and implementation work, trying
to show the DECENTER concept in a “simplified” scenario and, clearly, the workflow and
components specification will need to be further refined and improved. As already specified,
at least three critical points need to be addressed in the future:
•
•

•
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The Resource Selector needs to be equipped with refined algorithms for best resource
selection in a multi-domain scenario;
Neither SLA management nor monitoring aspects have been thoroughly investigated
so far, but are of paramount importance in a resource sharing/federation scenario as
envisioned by DECENTER;
A PaaS-based approach could be adopted for resource sharing (see D2.1 [1]). We will
evaluate the feasibility of this approach during the second year of the project.
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5 Design and implementation
Starting from the Platform Layer Architecture reported in Section 4 (Figure 5) and from the
workflow reported in Section 4.2, this section reports the design and implementation activities.
All the modules and interfaces, shown in Figure 5, have been addressed in design and
implementation activities, with the exception of the Resource Selector.
As it has been noted, the implementation of the Resource Selector and related algorithms has
not been a priority for the implementation effort for the first year of the project, since the
selection of resources could simply be triggered by the user. Algorithms for most appropriate
selection of resources will be designed and implemented in the second and third year of the
project.
In the next subsections we report the implementation details related to the depicted modules
of both Fog Computing (Section 5.1) and Brokerage (Section 5.2) Platforms, including the
specification of the interfaces (i.e., Interface 1, Interface 2, Interface 3) that have been
specified for the IaaS-based resource sharing and application deployment. Note that Interface
2 is described in the Fog Computing Platform section (Section 5.1), while Interfaces 1 and 3
are described in the Brokerage Platform section (Section 5.2).

5.1 Fog Computing Platform
The Fog Computing Platform is intended as a software platform for managing fog computing
infrastructures belonging to a single administrative domain. According to the DECENTER
requirements defined in Section 3, its main features are:
• Set-up, operations and automatic fleet management of a distributed computing
infrastructure;
• Zero-touch deployment of containerized applications;
• Workload modelling and placement;
• (Together with the Brokerage Platform) Possibility to share spare resources with other
fog platforms belonging to different providers/administrative domains.
The DECENTER fog computing platform is a generic and open platform that can be exploited
in different verticals (e.g. Autonomous Driving, Industry 4.0, Smart Cities, Healthcare, Utilities
and Energy, Agriculture, Robotics and many others). It will extend mainstream open source
technologies (e.g., OpenStack, Docker, Kubernetes, Ansible) to the so-called cloud-to-thing
continuum in a seamless transition from cloud management to fog management. Infrastructure
owners and developers will leverage an open ecosystem able to deploy applications in a
simple and efficient way, considering not only traditional resources requirements (CPU, RAM,
disk) but also network ones (bandwidth, latency). To do so, the platform should be able to
virtualize different types of commodity hardware to deploy on-demand services at the edge of
the network allowing the bare metal to provide different functionalities. For instance, a
“commodity” camera can be upgraded by connecting it to a fog node to offer various services
(such as face detection, license plate detection, etc.).
In the following subsections different views of the architecture of the DECENTER fog
computing platform are described. The notation used for the diagrams, if not elsewhere
specified, is UML45.

45

For further information on the methodology for sketching the architecture and the terminology used, the reader
can refer to “Documenting Software Architectures: View and Beyond, J. Stafford et al., Addison-Wesley”
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5.1.1 Architectural views
D2.1 [1] gives a high-level view of the DECENTER fog computing platform architecture. More
formal (i.e., based on UML notation) and detailed views are provided in the following
subsections.
5.1.1.1 Structural View - Modules
The following representation (Figure 7) enlists three styles for showing the implementation
modules present in the fog platform, together with their relationships:
• Decomposition style, showing the containment relations among modules;
• Uses style, providing functional dependencies among modules;
• Layered style, grouping modules together in different layers.
Starting from the right-end side of the diagram, the layer representing the Infrastructure
Manager is depicted. This layer and its modules are devoted to managing the computational
and network resources provided by the underlying infrastructure (e.g. virtual or physical
resources). The Resource Manager module verifies what resources are available and
consolidates this information into the Database.
Then, the Provisioner module can set up, tear down and maintain the infrastructure/cluster
(e.g. commissioning and decommissioning of resources) and related services (e.g. VPN
services connecting distributed resources). These functionalities are offered in a
programmatic way using configuration management tools like Ansible.
The middle layer (i.e., BackEnd) comprises all the main modules of the fog computing
platform. It offers services to the FrontEnd layer, which in turn provides the different external
endpoints in order to access the functionalities of the system. Through the GUI provided by
the Application Composer module (see Section 5.1.2), it is possible to model an application
as a graph of interrelated microservices and then submit the generated deployment request
(i.e., deploy an application) to the Orchestrator. The Orchestrator is built on top of mainstream
Open Source technologies (i.e., Kubernetes) and is composed off an Engine, a Distributed
Scheduler, and an IaaS/PaaS Driver. Its main role is to find the “optimal” placement, in terms
of requirements imposed by the application (related to computational resources and network
resources), where to deploy the submitted workload (i.e., the application). Services related to
scalability and resilience of the workload are also offered by the Orchestrator. Containerized
images are retrieved from the Application Repository.
Each time that an application is deployed/undeployed on/from the infrastructure, the system
Repository (i.e., Resource Inventory) is updated with the current status of the infrastructure.
The Network Discovery and the different Monitoring Probes collect the status of the
computational resources and of the deployed applications together with the network topology
and its related parameters (i.e., bandwidth and latency) and store all this information inside
the Repository (Resource Inventory and Times Series DB).
The information stored inside the Repository can be visualized through the Dashboard, a
module comprising a GUI for showing the structure and the topology of the infrastructure, the
application deployed, and the different metrics collected. Finally, the Command Line
Interface offers the same functionalities provided by the GUI modules but in a non-graphical
way.
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Figure 7 Fog Computing Platform - Structural view (modules).
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5.1.1.2 Structural View - Components
This view focuses on components as running/executable modules of the fog computing
platform and represents a sort of process view of the previous module-oriented view. In
particular, the following graphical representation (Figure 8) implements the client-server style.

Figure 8 Fog Computing Platform - Structural view (components).

The mapping between the running components of this view and the implementation modules
of the previous structural view is straightforward and based on the names of the components.
Nevertheless, a new component, not visible in the previous representation of the modules, is
here present: the Application Programming Interface (API). This API refers to Interface 2
of Figure 5 (Fog Platform APIs). It offers not only a common endpoint for the outside world to
communicate with the fog computing platform, but it is also the way through which each
internal component communicates with other internal components. This means that the
communication is asynchronous and mediated through the API component in a similar way as
communication is set up among the orchestrator (i.e., Kubernetes) internal components.
Generally, the API component acts as a server where other component in the fog computing
platform work as client. This pattern has an exception in the case of the communication
between API and the Resource Inventory/Time Series DB: in this case API works as client
whereas the repositories have the server role. The reason of this is that the repositories should
be considered as a sort of persistent layer for the API.
5.1.1.3 Behavioural view
The following graphical representation (Figure 9) depicts an UML sequence diagram for the
submission of an application deployment request and the collection of measures related with
the usage of the resources (i.e. CPU, RAM, disk usage and latency/bandwidth available) and
the applications deployed (microservices deployed on the different nodes).
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Figure 9 Fog Computing Platform - Behavioural view.

Through the Application Composer GUI, the user (i.e., Service Provider) can submit a request
for deploying an application calling the relevant API. The API stores this request into the
Repository (more precisely in the Resource Inventory component of the Repository package).
The Orchestrator, which is watching for new requests coming through the API, gets the new
request and processes it, calculating the “cost” of the deployment and verifying where it can
be placed on the infrastructure (this processing is made keeping into account the resources
available). Once the requirements are met, each containerized image of the microservices are
retrieved from the Application Repository and deployed on the matching region of the
infrastructure.
Meanwhile, the Probes collect data from the infrastructure (i.e., metrics related to
computational and network resources, such as CPU, RAM, latency, etc.) and store it into the
Repository. From this collected data, the resource availability is updated, then the Orchestrator
uses this data for calculating future deployments.

5.1.2 Graphical User Interface
This subsection gives a brief overview on the functionalities provided by the GUI modules of
the DECENTER fog computing platform. The section also presents a concise description of
existing state-of-the-art GUIs with related scope.
5.1.2.1.1 Intended functionalities
DECENTER must leverage on a convenient graphical user interface (GUI) that allows for the
composition of applications and visualises their topology and their deployment in the
infrastructure. This GUI must provide a front-end layer as an alternative to command line
interfaces and targets users who prefer graphical interaction with machines.
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The Application Composer GUI has to focus on the application design rather than on the
application runtime aspects. It is important that it implements a drag-and-drop application
development from reusable components, mutually connected and represented as a directed
acyclic graph (DAG). The resulting topology graph represents the logical data flow of the
application, where the flow stems from data generators (e.g. IoT devices and video cameras)
and ends in data sinks (e.g. data elaboration and storage services, notification devices and/or
IoT actuators). The graph has to be represented both in an appropriate application topology
model and in a suitable topology description language (e.g. Kubernetes manifest or OASIS
TOSCA46).
Essentially, either for the individual components or for a group of sequential components, the
GUI must allow the specification of non-functional requirements that represent the QoS
constraints of the application: this will steer the DECENTER fog computing platform in
workload placement and resource allocation decisions.
Besides the application topology design and constraints specification, the GUI must also
support an application runtime life-cycle. In this case the GUI must support the application
deployment and un-deployment and release of resources.
Finally, it should also provide dashboards for infrastructure and application monitoring and
viewing general status of both (Topology GUI and dashboard).
5.1.2.1.2 Related work investigation
In this subsection we report on our research on the existing GUIs that cover either an entire
or a subset of the intended functionality. A non-exhaustive list on those GUIs, including a with
short description and licence information, is given in Table 8, which reports a list of web-based
GUIs that provide (part of) intended functionalities required by DECENTER.
Table 8 Relevant Graphical User Interfaces.
Graphical User Licence
Interface
FogAtlas GUI47

Description

Currently to On a geographical map, it provides a topological view of
be defined
acquired infrastructures, their tier, relationships with basic
properties, and deployed applications with respect to the
number of microservices running in each of the
infrastructures.
A simple Application Composer is provided, which allows
deployment using Kubernetes deployment manifest. It is
possible to specify non-functional requirement for each
microservice.

SWITCH GUI48

46

Open
Source,
Apache 2.0

Provides complex, DAG-style application composing
based on OASIS TOSCA standard, that can be
supplemented with QoS constraints and automatically
injected monitoring probes, and can trigger infrastructure

https://www.oasis-open.org/committees/tc_home.php?wg_abbrev=tosca
https://fogatlas.fbk.eu/
48 www.switchproject.eu/
47
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planning, infrastructure provisioning and application
deployment.
Weave Scope49

Open
Source,
Apache 2.0

Driven by Weaveworks, Inc. and Open Source community
it provides detailed scoping into a cluster, where hosts,
running containers and pods are presented as a DAG or a
table.

Deep
Cognition50

Commercial

Provides graphical Deep Learning application modelling
and composing.

Apache Airflow51

Open
Source,
Apache 2.0

Provides a Python framework, a task scheduler and a user
interface for defining and scheduling tasks and their
mutual timewise dependencies that can be visualised as
DAGs and Gantt charts.

Juju Charms52

Open
Source,
AGPL

Driven by Canonical and Open Source community it
provides graphical DAG-style application composing and
deployment.

Google Cloud
Composer53

Commercial

Driven by Google, Inc. and based on Apache Airflow it
provides a fully-managed workflow orchestration service
that span across Clouds and on-premises data centres.

Kubernetes
Web UI54
(Dashboard)

Open
Source,
Apache 2.0

An optional component of a Kubernetes cluster that
supports graphical management of cluster resources and
containerised application deployment/troubleshooting.

Rancher UI55

Open
Source,
Apache 2.0

A graphical user interface for creating clusters, deploying
pre-created applications, and scaling infrastructure nodes
and application components; it can interface with several
Cloud providers and orchestrators.

Kubeapps56

Open
Source,
Apache 2.0

Service Catalogue viewer for Helm Charts.

ALIEN 4 Cloud57

Open
Source,
Apache 2.0

Supports a drag-and-drop application composing of
reusable components based on OASIS TOSCA-derived
specification.

5.1.2.1.3 GUI adoption
Among the different investigated GUIs, we have decided to leverage the FogAtlas GUI
because it provides most of the intended functionalities as described above. In particular (see
Figure 10 and Figure 11) it provides both (i) an Application Composer module to specify
49

https://github.com/weaveworks/scope
https://deepcognition.ai/
51 https://github.com/apache/airflow
52 https://github.com/juju/juju-gui
53 https://cloud.google.com/composer/
54 https://github.com/kubernetes/dashboard
55 https://github.com/rancher/ui
56 https://github.com/kubeapps/kubeapps
57 https://github.com/alien4cloud/alien4cloud
50
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simple application graphs and (ii) a Topology module that is able to monitor the status of the
infrastructure.

Figure 10 FogAtlas Application Composer module.

Figure 11 FogAtlas Topology module.
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As future work, we plan on investigating whether improvements to the adopted GUI will be
needed to be aligned with DECENTER objectives such as features related to complex
application graphs (DAG) and to enhanced infrastructure and application monitoring, which
are currently missing.

5.1.3 Fog Platform API specification – Interface 2
The fog computing platform offers a set of RESTful APIs defined considering the data model
described in D2.1 [1] and expressed using the Open API Specification 2.0 (Swagger) format
[29]. As already mentioned, the API is the mean used by external and frontend components
to communicate with internal/backend ones and by internal components to communicate each
other. The API offers a set of operations (i.e., Create, Read, Update and Delete) on the objects
stored in the Repository. Here we summarize the list of operations offered by the API in the
different entities of the data model.
Table 9 Region API.
Region
Operation
GET
GET

Path
/regions
/regions/{id}

DELETE

/regions/{id}

PUT

/regions/{id}

Description
Get all the regions
Get the region identified
by {id}
Delete the region
identified by {id}
Create/Update a region
with identifier equal to {id}

Table 10 Compute Node API.
Compute Node
Operation
GET
GET

Path
/nodes
/nodes/{id}

DELETE

/nodes/{id}

PUT

/nodes/{id}

Description
Get all the nodes
Get the node identified by
{id}
Delete the node identified
by {id}
Create/Update a node
with identifier equal to {id}

Table 11 External Endpoint API.
External Endpoint
Operation
GET

Path
/externalendpoint

GET

/externalendpoint/{id}

DELETE

/externalendpoint/{id}

Description
Get all the external
endpoints
Get the external endpoint
identified by {id}
Delete the external
endpoint identified by {id}
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PUT

/externalendpoint/{id}

Create/Update an external
endpoint with identifier
equal to {id}

Table 12 Relationship API.
Relationship
Operation
GET

Path
/relationships

GET

/relationships/{id}

DELETE

/relationships/{id}

PUT

/relationships/{id}

Description
Get all the relationships
(i.e. network connections)
between regions
Get the relationship
identified by {id}
Delete the relationship
identified by {id}
Create/Update a
relationship with identifier
equal to {id}

Table 13 Application API.
Application
Operation
GET

Path
/applications

GET

/applications/{id}

DELETE

/applications/{id}

PUT

/applications/{id}

Description
Get all the applications
deployed on the
infrastructure/cluster
Get the application
identified by {id}
Delete the application
identified by {id}
Create/Update an
application with identifier
equal to {id}

Table 14 Microservice API.
Microservice
Operation
GET

Path
/microservices

GET

/microservices/{id}

DELETE

/microservices/{id}

PUT

/microservices/{id}
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Description
Get all the microservices
deployed on the
infrastructure/cluster
Get the microservice
identified by {id}
Delete the microservice
identified by {id}
Create/Update a
microservice with identifier
equal to {id}
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Table 15 Dataflow API.
Dataflow
Operation
GET

Path
/dataflows

GET

/dataflows/{id}

DELETE

/dataflows/{id}

PUT

/dataflows/{id}

Description
Get all the dataflows
connecting two
microservices
Get the dataflow identified
by {id}
Delete the dataflow
identified by {id}
Create/Update a dataflow
with identifier equal to {id}

Table 16 Deployment API.
Deployment
Operation
GET

Path
/deployments

GET

/deployments/{name}

DELETE

/deployments/{name}

PUT

/deployments/{name}

PATCH

/deployments/{name}

Description
Get all the deployment
requests submitted to the
system
Get the deployment request
identified by {name}
Delete the deployment
request identified by {name}
Create/Update a
deployment request with
name equal to {name}
Update the status of the
deployment request
identified by {name}

Table 17 Provision API.
Provision
Operation
GET

Path
/provision

GET

/provision/{id}

PUT

/provision/{id}

Description
Get all the provision
objects
Get the provision object
identified by {id}
Create/Update a provision
object with identifier equal
to {id}. This operation
initiates a new
provisioning.

5.1.4 Rationale, limitation and enhancements
The fog computing platform presented in this section leverages the work made on FogAtlas58,
which in turn leverages ideas and patterns taken from state-of-the-art open-source cloud
58

https://fogatlas.fbk.eu/
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technologies (i.e., OpenStack, Docker, Kubernetes) with the objective of having a smooth
evolution of those technologies currently mainstream in the cloud computing management. As
already introduced in Section 2.2.3, we decided to base the DECENTER fog computing
platform on Kubernetes and enriching it with all the needed new functionalities, relevant for
distributed infrastructures. This enrichment of Kubernetes could be carried out either “from the
inside”, as an extension of the current set of functionalities and components, or “from outside”
as a wrapping (i.e., additional layer) of what Kubernetes is offering, which was chosen for year
one implementation. Nevertheless, as future work we consider on investigating the former
approach, and a contribution to the Kubernetes community.
The communication among the different components of the fog computing platform is made
through the RESTful API similarly as it takes place in the Kubernetes architecture. This, apart
from enabling the possibility of aligning with the evolution of Kubernetes, allows us to:
• Use the same communication strategy both inside and outside the system;
• Provide a clear and consistent view of system resources and behaviour that is formally
provided by the API specification.
An alternative approach would have been using a persistent publish-subscriber queue. While
this approach is largely adopted by many platforms (e.g. OpenStack), it is more difficult to
keep consistency and coherence throughout the whole system.
Indeed, FogAtlas is currently just a proof of concept and lacks many of the DECENTER
functionalities mentioned earlier, e.g. automatic provisioning of new resources, sharing of
resources among different administrative domains, decentralization, monitoring, security and
robustness. In this context, the aim of DECENTER is to define the architectural framework of
an open fog computing platform, based on Open Source technologies, satisfying the
requirements mentioned in Sections 3 and 5.1 and capable of avoiding vendor lock-in. A
reference implementation of such a platform will be provided as a strong evolution of the
current FogAtlas asset (in terms of design of new components and features, implementation
of new functionalities, improvement of automation and robustness) but other implementations
will be possible as far as the architectural design is respected.

5.2 Brokerage Platform
This section describes the design of the DECENTER Brokerage Platform. This platform sits
above the fog computing platform and provides IaaS-based resource sharing and
federation features, ensuring a trustful system by using blockchain technologies. A short
investigation on the state of the art about resource sharing and federation is reported in the
next section.

5.2.1 State of the art investigation on resource sharing and federation
The problem of resource sharing and federation in cloud- and edge-based systems has been
investigated in literature. As already introduced in D2.1 [1], different federation strategies can
be adopted, from those where the “federator” is less pervading and assumes the role of an
“advisor”, to the ones relying more on centralization, having the federator involved in almost
all operations. Before proceeding with the design and implementation of the DECENTER
brokerage platform, we investigated the resource federation literature.
ECO2Clouds [30] was an FP7 project focusing on the federation of clouds for improved energy
consumption and reduced CO2 emissions. The main idea behind ECO2Clouds was the
creation of a federated cloud that used an appropriate scheduling of virtual machines on

42

D3.1: First release of the fog computing platform
available federated cloud resources to save energy (e.g. by consolidating computation and
possibly switching off unused physical machines).
Another interesting project is XiFi [31]. The goal of XiFi is the creation of a sustainable panEuropean open federation of cloud and network infrastructures for the deployment of services
(available either in SaaS or PaaS mode) and the creation of applications. Through the
solution proposed by XiFi, application developers can deploy multi-tier applications across
the federation. The federation is created before the deployment of any application and it
is tied to cloud resources. Similar to XiFi, project Fed4Fire+ [32] offers the largest federation
of Next Generation Internet (NGI) testbeds worldwide. The outcome of the project is a “supertestbed”, where federated resources can be easily used by experimenters, as far as
documented procedures are followed.

All the projects recalled so far focus on federation of resources in a cloud environment,
without any focus on resources at the edge of network infrastructures. This gap is partially
filled by SymbioTe [33], an interesting H2020 project that looks instead at federation and
resource sharing of IoT platforms. In the SymbioTe architecture the federation is handled by
the so-called “Core” entity, which is fully centralized. By means of the “Core”, fine-grained IoT
resources can be shared and used within the federation.
Finally, BASMATI [34] moves a further step towards resource federation and offloading,
focusing on sharing of heterogeneous resources belonging to providers located up to the edge
of the network. To achieve this goal, BASMATI relies on a (kind of) centralized Federation
Management Layer.
With respect to the aforementioned projects dealing with resource sharing and federation, the
DECENTER brokerage platform has some peculiarities that cannot be found in literature. As
SymbioTe and BASMATI, DECENTER enables resource sharing and federation at the edge
of the network but it relies on blockchain technologies, which is something that none of the
projects above has investigated. The adoption of a blockchain, which is a fully distributed
solution ensuring non-repudiation by its own nature, very well suits with a scenario where
resources at the edge of the network can be advertised and rented by other infrastructure
providers where needed. The adoption of a blockchain-based solution creates a highly
dynamic yet trustful environment where resource sharing is performed on-demand by
infrastructure providers without the need of any intermediary (except for the blockchain
ledger), and where any player can lease its spare resources to get a reward.
Additionally, it is important to point out how the DECENTER brokerage platform’s federation
capabilities can be leveraged for enabling advanced AI-based functionalities such as
distributed learning [35] and federated learning [36] at the edge, while preserving data privacy
if and when needed. With specific focus on federated learning, different infrastructure
providers, could use the DECENTER brokerage platform for federating resources and
developing a federated learning system on top of them. This could be then used to train models
at the edge using locally collected data to avoid any privacy leak, especially in cross-border
scenarios where regulations on data processing may be different. Then, only trained models
would be shared among infrastructure providers for global aggregation, which could even
happen the cloud. However, such kind of solution relies on blockchain only for resource
federation matters.
Further advancement in the adoption of blockchain ledger to enable federated learning at the
edge can be found in literature. Paper [37] provides a blockchain data sharing architecture for
Mobile Edge Computing for industrial IoT applications. Instead, papers [38][39] try to solve the
needs of a centralized model aggregator by enabling the exchange of updated models through
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the blockchain. The possibility of sharing AI trained models among infrastructure providers
through the Brokerage Platform is a possibility that will be investigated by DECENTER in the
second and third year of the project.
In the next subsections we report our solution for the DECENTER brokerage platform.

5.2.2 Architectural view
Figure 12 shows the high-level architectural components of the Brokerage Platform. In this
figure, also two fog computing platforms are depicted. Main involved components are:
• Resource Selector for selecting the resources needed by a Service Provider;
• Resource Exchange Broker (REB), described in Section 5.2.3;
• Resource Seller, which advertises spare resources and handles the sharing with
other administrative domains.
In the following subsections, the different interactions between the main components are
detailed. Moreover, Interfaces 1 and 3, as already roughly described in Section 4, are also
detailed:
1. Interface 1 (Resource Exchange Broker APIs): Interface between platform X (A or B)
and Resource Exchange Broker for handling resource advertisement and reservation.
This interface is implemented through a set of APIs distributed above each fog
computing platform (i.e., REB_A and REB_B) that in turns talk with the Ethereum
Blockchain;
2. Interface 3 (Resource Sharing APIs): Interface between two Infrastructure Providers’
fog computing platforms (A and B) for provisioning of resources.
Interface 2, which is also included in Figure 12, is detailed in Section 5.1.3, being implemented
by the API component of the fog computing platform.

Figure 12 High-level architecture of the Brokerage platform.

For details related to the adopted data models, the reader should refer to D2.1 [1].
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5.2.2.1 Behavioural view
The behaviour of the system can be divided in 4 phases:
1.
2.
3.
4.

Advertisement of resources;
Selection of resources and reservation;
Provisioning of resources;
Deployment of an application.

The overall sequence diagram is shown in Figure 13.
In accordance to the rest of the document, we assume two example Infrastructure Provider
(or resource owner) entities: A (requesting resources) and B (offering resources), both running
individual instances of a Resource Exchange Broker API (REB_A and REB_B) and interacting
with the DECENTER Ethereum Blockchain (BC). In the following, we detail the different
phases.
1. Advertisement of resources
A resource owner (B) is willing to share its excess of resources and advertises them (i.e., "X")
in one Smart Contract by using Interface 1 to contact the DECENTER blockchain. Note that
the first publication of resources implies a charge in the form of "advertising fees" (any "write"
operation on a blockchain incurs a charge).
Advertisement is made in terms of Regions, External Endpoints belonging to a Region and:
1. Amount of Resources belonging to a Region (CPU, RAM, disk); or
2. Hosts belonging to a Region.
It must be pointed out that in DECENTER an External Endpoint is not advertised as an isolated
resource, but it should be attached to a computational resource (or a host) that acts both as a
gateway for accessing the External Endpoint and as an edge node where to deploy part of the
workload.
2. Selection of resources and reservation
A Resource Selector (RS_A) retrieves the list of available resources (Smart Contracts) from
different providers (again using Interface 1). Once a suitable resource is identified, the
potential buyer (via RS_A) contacts the REB to create a new Smart Contract, specifying that
the Resource Owner would be B, the buying entity would be A and, out of the advertised "X",
it would require the amount "Y" (with Y  X).
In order to limit BC functionality to its native competences (i.e., setup of Smart Contracts,
execute them, release rewards), rather than having the BC pass on the request from A, it is
up to B to poll the BC/REB for contracts that are related to its advertisements (i.e.,
GetReservation). At some point this polling will return the Smart Contract created by A.
If B agrees with the request, it amends the contract previously created by A, inserting the total
price (the overall price of "Y") and a token to be used by A for accessing B's resources after
A pays the BC for the price B has requested. At this point B has the duty of amending the
original advertising contract which now should no longer advertise "X" but "X-Y" given "Y" has
been committed for A's use.
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At this point, the reward is to be paid by A and once the money (related to that reward) clears
and is passed to the BC, the actual exchange of resources can take place: once A's money is
transferred to the BC, B enables the token and A can start provisioning B's resources.
3. Provision of resources
The Resource Selector requests the provisioning of the resources bought through the
Reservation. A uses the Provisioner API od B (Interface 3), using the previously defined token
for the identification, for getting information on the provisioning mechanism set by B. This
call returns the endpoint for the specific provider (OpenStack, AWS, bare metal, etc.)59 and A
self-provisions the above-mentioned resources on B calling the appropriate, technology
dependent, API. Finally, A joins new provisioned resources to its Kubernetes cluster, and
federation of resources is completed.
4. Deployment of an application
The Resource Selector calls Fog Platform API (Interface 2) submitting the deployment of an
application on a resource cluster comprising both A resources and the portion of B resources
just bought. Orchestrator A deploys the application on the K8S cluster keeping into account
the requirements imposed by the application developers.
For future work, we plan to deploy an SLA manager and monitoring system which will provide
feedback as to whether the Smart Contract was fulfilled or not. Assuming that the Smart
Contract is fulfilled, the interaction between A and B is concluded with A's money being
transferred from the Smart Contract to B, while in the case it is not, the money is returned to
A. The outcome of the Smart Contract is recorded on the BC and it is up to B then to amend
its advertising contract accordingly (i.e., B goes back to having "X" resources available to
share).

5.2.3 Resource Exchange Broker
As illustrated in the reference architectural picture (Figure 5), the Resource Exchange Broker
(REB) mediates between infrastructure providers (i.e., resource owners) and, with the support
of a blockchain, regulates the whole process of advertising resources, selecting them, using
them and paying the fees related to cross-domain usage. While illustrated as a self-contained
box in the architectural picture, in fact the Resource Exchange Broker is a functionality
distributed across several components, as shown in Figure 12. Despite its distribution, we will
keep referring to "the REB" for convenience, bearing in mind it is a functionality set rather than
a single centralised and confined box.
We use of a blockchain to incentivise and facilitate the direct exchange of compensation
between a resource owner willing to share her resources in a given locality, and a customer
who will make use of those resources.
Compared to the alternative use of a database and a purposefully-designed framework for
settling payments, we found that the use of blockchain technologies is particularly suited in
this project given it aligns with the decentralising principles of DECENTER and provides the
means to achieve the project objectives with the limited resources available in the project.
The choice of a blockchain technology was based on some pragmatic considerations.
Whenever tackling incentives and money transfers for services, it is important to ensure that
clear relationships and rules of engagement between the involved parties are duly set and
agreed. The ability to easily edit in a programmatic way those rules of engagement was clearly
59

Currently we plan to support only OpenStack and bare metal.
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an important objective. Besides the ability of easily shaping rules, we also needed to keep
track of these rules once the parties agree to engage. Last but not least, we needed to ensure
the transfer of rewards or payments for a successfully delivered service, without necessarily
engaging a third-party trusted authority.
Settling payment for services can be done using any of the most popular cryptocurrencies
existing nowadays. The main differentiator here was the need for Smart Contracts, which can
be converted into computer code and which can be executed natively by the Distributed
Ledger Technology (DLT) network they are embedded in, prior to enabling money transfers
between engaged parties. While Bitcoin [40] supports very basic Smart Contracts, the required
flexibility was met by Ethereum [41], a blockchain designed with the specific target of enabling
developers to build their own decentralised applications and settle compensation upon a
successful execution of those programs. Moreover, Ethereum is currently the most prominent
Smart Contracts framework, which provides a lot of support in terms of tools that are available
to developers to setup their own playground (i.e., Truffle Suite [42] and test it locally for basic
functionality, before validating it for performance in a real-like environment at no added costs
(i.e., on Rinkeby testnet [43]).
In our first implementation we have decided to setup a Private Ethereum Blockchain
Network and to make use of Smart Contracts for both advertising resources as well as
agreeing on committed ones and subsequently distributing rewards. The reasons to use a
blockchain for this goal was a design choice dictated by the intention to enable exchanges of
resources and rewards in DECENTER using a distributed solution, without the need for a thirdparty entity which would then have to handle some functionality (i.e., the advertisement of
resources), introducing additional complexity on the implementation and unsustainable
deployment path.

5.2.4 Resource Exchange Broker API specification – Interface 1
The RESTful API exposed by the Resource Exchange Broker are expressed using the Open
API Specification (Swagger) format. The following tables present the operations on the objects
defined.
Table 18 Advertisement API.
Advertisement
Operation
GET

Path
/advertisements

GET

/advertisements/{id}

POST

/advertisements

PATCH

/advertisements /{id}

Description
Get all the advertisement
objects
Get the advertisement
object identified by {id}
Create/Update an
advertisement object with
identifier equal to {id}.
Update an advertisement
object with identifier equal
to {id}.
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Table 19 Reservation API.
Reservation
Operation
GET

Path
/reservations

GET

/reservations/{id}

POST

/reservations

PATCH

/reservations/{id}

Description
Get all the reservation
objects
Get the reservation object
identified by {id}
Create/Update a
reservation object with
identifier equal to {id}.
Update a reservation
object with identifier equal
to {id}.

5.2.1 Resource Sharing API specification – Interface 3
The RESTful API exposed by the fog computing platform in order to provision resources are
expressed using the Open API Specification (Swagger) format. The following table presents
the operations on the objects defined. The following GET operation returns information about
how to execute the provisioning. At the moment two type of provisioning are supported:
OpenStack and Bare Metal. In the first case, the following API returns the configuration
parameters of the OpenStack IaaS Manager, in the second case it returns the endpoint for
getting access to the provisioned resources. The PATCH operation is relevant only in the bare
metal case. In case of OpenStack, the OpenStack API are called directly in order to provision
virtual machines.
Table 20 Provision API.
Provision
Operation
GET

Path
/provision/{reservation_id}

PATCH

/provision/{reservation_id}
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Description
Get the provision object
identified by
{reservation_id}.
In case of bare metal,
request
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Figure 13 Sequence diagram for resource sharing and application deployment.
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6 Insights on SLA management and monitoring methods
As described in D2.1 [1], the adoption of Service Level Agreements (SLAs) is very a common
practice in most business models where a service (e.g. an infrastructure, or a platform) is
provided to an entity. Due to the distributed nature of the DECENTER platforms, where
resources are dynamically provided, the need for a document describing the main service
levels provided to the customer (i.e., the SLA) is key to ensure the trust on the system. This
document is used to define the relation between the customer and the provider and ensures
(i) that the client is receiving the expected service and (ii) the provider is making an efficient
use of resources.
After having focused, in the first year of the project, on enabling application deployment over
fog platforms and on allowing resource sharing among different infrastructure providers by
means of blockchain technologies, DECENTER plans to investigate how to use SLAs in the
context of Fog and Edge computing in the second year. As starting and main point, we will
investigate how to ensure that SLAs, stipulated by infrastructure providers in the form
of Smart Contracts while sharing their resources, can be met. An important role in
achieving this goal is played by monitoring systems, which collect data from the infrastructure
and help a third entity, called SLA manager, evaluates whether the SLAs have been met or
not. We will then also investigate the feasibility of using SLAs in the stipulation of agreements
between other stakeholders involved in DECENTER, e.g. a Service Provider and an
Infrastructure Provider.
This Section briefly analyses the need for SLAs in the context of DECENTER, the tools used
for ensuring its completion and the envisioned integration of SLA managers in the architecture.
Note that here we only report preliminary ideas on how to enrich fog computing and brokerage
platforms with monitoring and SLA management capabilities, while a deeper and more
comprehensive investigation (and subsequent design and implementation activities) will be
performed during the second year of the project and reported in D3.3.

6.1 Service Level Agreements
A Service Level Agreement (SLA), as described on D2.1 [1], is a document that represents
a contract between the provider of a service and a user, where the provider agrees to ensure
a specific minimum Quality of Service. In our case, the provider is an infrastructure provider
(e.g. Infrastructure Provider B), the “services” are the rented resources and the user is another
infrastructure provider (e.g. Infrastructure Provider A) which rents these resources. In an SLA
it is established the amount of resources that Infrastructure Provider B guarantees to
Infrastructure Provider A during the lifetime of their contract.
Generally, the SLA does not only describe the amount of resources leased by the user, but
also its performance or minimum Quality of Service (QoS). This way, the SLA describes
complex requirements which are decoupled from the infrastructure ones. As a containerized
platform, the infrastructure resources (#VMs, #CPUs, etc.) considered in DECENTER, lose
relevance in front of the performance of the system (#replicas of a service, QoS, etc.). Usually,
QoS requirements can be expressed in the form of Service Level Objectives (SLOs), as
explained in the next subsection.
The use of SLAs is very common in the outsourcing of services, e.g. when an entity leases
infrastructure resources from another. However, SLAs are also commonly signed inside the
same entity, e.g. when an entity leases resources from an external infrastructure which is
managed by this same entity. As shown in D2.1 [1], this is especially the case of the “Smart
and Safe Construction” use case, where the all the infrastructures in the multiple construction
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sites are managed by the same entity (i.e., University of Ljubljana), but the infrastructure in
the construction site A might offload computation to the one in the construction site B.

6.1.1 Service Level Objectives
Most Cloud Providers such as Amazon EC2 or Microsoft Azure use SLAs to define the
minimum Quality of Service to the users. The aforementioned mainstream cloud providers
focus on ensuring a minimum availability to the service (i.e., that the leased infrastructure is
accessible at least a percentage of time), but an SLA may define more complex guarantee
terms, each one characterizing an objective in which the provider has to provide a minimum
value (QoS).
These guarantees are called Service Level Objectives (SLOs) and, as defined in D2.1 [1], they
should be clear and measurable, so that they can also be monitored using the tools introduced
later in this section. SLOs have been deeply studied in bibliography. While most works focus
Web Services level agreements [44], there has been also some works on the level or service
of Cloud services [2,3]. In all cases, SLOs use technical definitions, such as the mean time
between failures (MTBF) and mean time to recovery, response, or resolution (MTTR). We
have identified minimum availability as the first relevant SLO to be considered and
implemented when sharing resources among infrastructure providers.
DECENTER plans to implement SLAs by means of Smart Contracts recorded on blockchain
ledgers, as specified in Section 5. In the following section, we briefly explain how Smart
Contracts can be used to this aim.

6.1.2 Using Smart Contracts to implement SLAs
A Smart Contract is a “computer protocol that facilitates, verify, execute and enforce the terms
of a commercial agreement” [45]. To do this, a Smart Contract creates a document (i.e., the
SLA), which includes data on the different events that can happen related to the SLA (i.e.,
violations, modifications, etc.). Once created, the document is stored in a ledger-hosted
system, such as Ethereum [41] (see Section 5.2), so that it remains immutable. All the
interactions with the Smart Contract (for example, registering contractual violations) are
managed through an “oracle” [46].
The immutability of SLAs is of particular importance to DECENTER, since the nature of the
infrastructure leases is short-lived and happening in a trustless environment. Having
immutable SLAs ensures the ability to also track old leases. In DECENTER, an SLA include
the important information on the relationship between the involved infrastructure providers
(customer and provider) when sharing resources, and it is stored as a Smart Contract to
ensure its veracity and immutability.

6.2 Tools for SLA management
Once described the Service Level Agreement, it is necessary to describe the procedures that
are needed to ensure that it is being met during the lifetime of the resource lease. To do that,
two main building blocks are needed, to verify SLAs and trigger any procedure to assign
penalties (see D2.1 [1]): a monitoring tool and an SLA manager.

6.2.1 Monitoring tool
Monitoring is a key component for the SLA ensuring system. Through monitoring, the SLOs
agreed in the SLA can be measured regularly, so that if they are not respected it will be
detected. As a monitoring engine, we plan to adopt Prometheus [47], an open-source
monitoring solution which is largely used by the open source community.
Following the description made in D2.1 [1], DECENTER will measure SLOs at two levels:
infrastructure and application. Monitoring data coming from different sources (infrastructure
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and applications) will be centralized in a Prometheus instance, so that all data can be collected
and visualized there.
Each Prometheus instance will gather relevant SLOs’ monitoring information from its
underlying infrastructure. To do so, the integrated measurement tools will be used, as well as
different exporters that will help translating monitoring data to Prometheus [48]. All
infrastructures will have their own instance of Prometheus, as shown on Figure 14.
Applications’ SLOs will be measured using different approaches. For example, application
performance in terms of response time can be measured by integrating timestamp hooks in
the code. If an application originally deployed by infrastructure provider A is (partially) running
on provider B’s infrastructure, application- and infrastructure-related monitoring data shall be
monitored both by Prometheus A - as per the resource sharing model shown in Section 5.2 and by Prometheus B - as part of their own infrastructure monitoring.

Figure 14 Prometheus preliminary integration in the DECENTER architecture.

6.2.2 SLA Manager
SLA Managers are software components which control most phases of the lifecycle of an SLA.
These components do not necessarily control the negotiation phase, but give users the ability
to:
•
•
•
•

Keep a track of agreements;
Access existing agreement in the system;
Notify the involved stakeholders when an agreement is not being met;
Propose penalties according to the violation of the SLOs.

In order to evaluate the active agreements, i.e., those which must be met at a certain point in
time, an SLA manager needs to be compatible with external monitoring tools, such as
Prometheus. In DECENTER, we plan to use SLALite [49] as an SLA Manager. This is an
open-source tool and is specifically designed for edge and fog deployments.
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The SLA Manager will be integrated to work in a tight collaboration with the Resource
Exchange Broker (REB) component and it is in charge of ensuring that an SLA stored in the
REB in the form of a Smart Contract, is being met. SLALite will thus be researched trying to
be extended in the following three directions:
•
•
•

Integration with a blockchain technology, such as Ethereum;
Integration with the Resource Exchange Broker in an edge/fog dynamic environment;
Use of penalties for brokered reputation-based leasing.

Figure 15 shows a preliminary integration of SLALite in the DECENTER architecture. SLALite
should seamlessly integrate with the REB, either as its internal component or as a stand-alone
module. SLALite will be able to access the Blockchain and maintain the internal cohesion of
the system.
As already mentioned, and also shown in Figure 15, every infrastructure manages an
independent monitoring tool. SLALite will be designed to get information from these multiple
Prometheus instances to build the status of the SLA.

Figure 15 Prometheus preliminary integration in the DECENTER architecture.

6.2.3 Ensuring SLAs - Penalties
As part of the SLA, it is also usually described what are the penalties envisaged on the provider
(e.g., Infrastructure Provider B) if the agreement is not respected. However, note that SLAs
only define what the customer (e.g. Infrastructure Provider A) will receive, but not how the
service (i.e., rented resources) is provided, so that the provider can adapt its infrastructure to
its own benefit as long as they respect the SLA. This aspect is better discussed in D2.1 [1].
Given the distributed nature of DECENTER, the adoption of strategies to infer penalties is an
interesting field of research to study. In very distributed environments, penalties on SLAs can
address not only the current contract but also the trust that the system has on the involved
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provider, as shown in [50]. In the second year of the project we plan to investigate the effect
that an SLA violation has on the selection of an infrastructure for hosting future computation.

6.3 Procedures for SLA Management
Once described the different tools and technologies to be used for SLA verification and
ensuring, we will describe in this section some preliminary ideas on what the procedures
should be to follow for a correct SLA management. To do so, we will focus on two main points:
what is the relationship among all stakeholders involved in the SLA negotiation, ensuring and
verification and what could be the procedures for SLA negotiation/storing and
ensuring/evaluation.

6.3.1 Relationship between entities
Four main entities are involved in SLA management operations:
•

•

•

•

Infrastructure Providers: They are the entities that run the computation. For
example, Infrastructure Provider A may lease some resources from Infrastructure
Provider B, in order to offload some computation. In this case, the two infrastructure
providers should agree upon an SLA.
Monitoring tools: Software components, each one belonging to an infrastructure
provider, able to collect monitoring data from infrastructure and application and that
can be used to verify whether SLOs are ensured. In a resource sharing scenario as
the one presented in this section, Monitoring Tool A should be able to monitor
parameters also from the infrastructure of Infrastructure Provider B (i.e., who is
offering shared resources).
SLA Manager: Is the software component that certifies the SLA stipulated among the
two infrastructure providers. The SLA Manager is an independent component to both
providers (i.e., a third-party component), which evaluates monitoring data with regards
to SLAs and which certifies such agreements.
Resource Exchange Broker: The REB manages the storage and retrieval of SLAs
(in the form of Smart Contracts) from the Ethereum blockchain. Storing SLAs on the
blockchain avoids tampering of SLA documents and increases trust in the system.
Note that also SLA violations are recorded as part of the Smart Contract, through an
amendment of the Smart Contract itself performed by the SLA Manager, which must
thus be able to communicate with the REB.

Following the above descriptions, Figure 16 shows the relationship between all involved
entities.
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Figure 16 Relationship between entities for SLA management.

6.3.2 Relevant workflows
Once introduced our preliminary investigation on the relation between entities for SLA
management, in this subsection we propose a preliminary version of two sequence diagrams
that represent important SLA management operations in the system:
•
•

SLA negotiation and storing: It illustrates how the different entities interact to create
and store SLAs in the blockchain;
SLA ensuring: it illustrates how the SLA Manager interacts with infrastructure
providers to check whether recorded SLAs have been ensured or not.

As shown in Figure 17, the process of negotiation and storing of an SLA is initiated by the
infrastructure that needs to offload some computation, which makes a request for resources
to the Resource Exchange Broker. The REB processes this request, finds a suitable
infrastructure and manages the negotiation. Once agreed upon the SLA, it is sent to the SLA
Manager and stored in the blockchain. Then, the SLA Manager can initiate the ensuring
process (i.e., checking that it is being respected) and, if there is a violation, then it notifies all
the involved actors.
The ensuring process is described in Figure 18. As shown, every certain time (that must be
set in the system) the SLA Manager retrieves all SLAs from the blockchain and, for each one,
extracts the respective SLOs. Then, it contacts the different monitoring tools from involved
infrastructures to obtain the necessary measurements needed to evaluate these SLOs. In the
case where there is a violation, it communicates this situation to all the involved partners, and
stores it in the blockchain.
The presented sequence diagrams will be refined and implemented during the second year of
the project.
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Figure 17 Sequence diagram for SLA negotiation and storing.
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Figure 18 Sequence diagram for SLA ensuring.
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7 IoT Platforms
One of the innovative aspects provided by DECENTER is the possibility to manage resources
in the cloud-to-things continuum. To this aim, we plan to enrich the DECENTER fog computing
platform with the capability of managing IoT devices through appropriate IoT platforms. We
have identified two IoT platforms, namely ThingPlus60 (from Daliworks) and sensiNact61
(from CEA) that can be extended to provide such additional functionalities.
It is a recent trend in the IoT industry to bring more intelligence to the gateway side for benefits
like near-real time response to inputs. But gateways are mostly resource constrained and
underpowered. So, we see a greater potential of the fog computing concept as implemented
by the DECENTER platform for IoT services. DECENTER will effectively leverage edge
cloudlets in addition to gateways: our plan is to experiment with fog-centric evolutions of IoT
on the DECENTER platform. However, the evaluated IoT platforms are cloud-based (that is,
they do not involve the edge in the computation) and thus must be extended towards this
direction. In this section we introduce ThingPlus and sensiNact, their main functionalities, and
how they are being extended and used within DECENTER. From an architectural point of
view, as already discussed in D2.1 [1], DECENTER envisions the IoT platforms as Application
Services that can be deployed by the fog computing platform and can be used by applications
for gathering data from IoT devices.

7.1 ThingPlus
ThingPlus is a cloud-based, end-to-end IoT platform, which has been in successful
commercial operation for some years. It currently performs only a limited amount of processing
outside clouds, rendering it to be mostly a cloud-centric IoT platform.
In this section, we will briefly describe ThingPlus platform as it currently is, and then outline
our plan to evolve ThingPlus to leverage both edge cloudlets and gateways. Our focus in the
DECENTER project is on leveraging edge cloudlets, since edge is more suitable to run AI
methods over raw data coming from things due to less constrained nature of it.

7.1.1 An overview of ThingPlus
ThingPlus is a cloud-based IoT platform, which is mainly offered as a SaaS, but also provided
for operation on premise depending on the customer needs. The platform only supports IPbased protocols such as MQTT and HTTP(S). Additionally, there is a gateway-side
middleware to connect things to gateways via interfaces like RS-485, LoRa, or Zigbee to IP
networks.
As shown in Figure 19, ThingPlus is an end-to-end solution for IoT services, serving the
following key roles:
•
•
•

•
•
60
61

Manage a set of things (such as sensors and actuators) and securely connect with
them over various interfaces such as RS-485, LoRaWAN, or Zigbee;
Log incoming data from things for later reference or analysis;
Provide a common high-level interface to various things via REST APIs enabling 3rd
parties to read current and previous data from things and to control things (mostly
actuators);
Provide dashboards through which end users can interact with things visually and
intuitively;
Monitor and control things with its rule engine by setting high-level rules on inputs;

https://thingplus.net/en/
https://projects.eclipse.org/proposals/eclipse-sensinact
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•

Provide analytics over the input from things.

Note that it is a common practice in ThingPlus to employ virtual sensors and actuators to make
data from other services available, to combine multiple inputs into single output through a
complex logic, and/or to affect systems outside. For instance, traffic condition in public roads
can be regarded as virtual sensors, and a logic to send out emails may be treated as a virtual
actuator.
It is our intention to investigate on publishing outcomes of AI services via ThingPlus (preferably
through the edge-side component of ThingPlus) to facilitate sharing of them among multiple
services and leverage facilities provided by ThingPlus such as rule engine and analytics.

Figure 19 ThingPlus architecture overview.

7.1.2 Evolution of ThingPlus
As shown in Figure 20, we plan to evolve ThingPlus by adding an edge-side component while
putting more intelligence to the gateway-side middleware. Note that they are not just shrinkwrapped versions of its cloud counterpart operating independently, but rather, all components
form a tree with the service in the cloud as the root and work together.
The closer to the things, the less the available resources are and the narrower their view of
things is. Therefore, facilities for long-term storage of data from things, dashboards, and batch
runs of analytics are better left to the cloud-side service, while edge-side service runs logics
requiring near-real time responses and/or large amount of data from things such as video
streams from video cameras.
Gateway and edge-side components will retain and process some of data available to them
locally, but some of the data will be passed up to its parents.
It is expected to harvest the following benefits by moving some logics and retaining some data
in the edge or gateway side:
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•
•
•
•

Low latency response to the inputs (they are nearer to the inputs);
More resiliency to possible network outage;
Offloading of its upper component (in terms of the amount of processing and data
uploaded);
Privacy (no longer need to upload and log all the data produced by things).

Figure 20 ThingPlus evolution for DECENTER.

7.1.3 Integration of ThingPlus with the DECENTER fog computing platform
In the context of the DECENTER fog computing platform, we mainly focus on distributing
ThingPlus components to the edge, since no such experience was obtained before on these
aspects.
The following possibilities are being explored:
•
•
•

Packaging and deploying ThingPlus on the DECENTER platform;
Integrating and experimenting with an AI application designed and implemented as
part of WP4;
Leveraging more of ThingPlus in WP4, for example, by feeding the outcome of the AI
application back to ThingPlus (e.g. for Digital Twin purposes).

7.2 sensiNact
Eclipse sensiNact is an open-source IoT platform, which brings together physical devices,
gateways and virtualized platforms in the Cloud, thus distributes data processing and
intelligence at different layers (aka “Fog computing”). The main advantage of the platform is
its ability to provide a homogeneous access to the underlying heterogeneous networks, by
supporting an extended list of IoT protocols.
Eclipse sensiNact is composed of two tools, shown in Figure 21, sensiNact Gateway aiming
at integrating devices and aggregating data from various sources and sensiNact Studio aiming
at interacting with the sensiNact Gateway to visualize the devices and the data. sensiNact
Studio proposes an IDE (Integrated Development Environment) based on Eclipse to manage
the existing devices, in addition to develop, deploy and manage IoT applications.
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Figure 21 sensiNact Tools.

This section will present the general concept of the middleware, as well as directions for its
evolution within the context of DECENTER platform.

7.2.1 An overview of sensiNact
Figure 22 illustrates the architecture of sensiNact, consisting of two main components;
southbound and northbound. It is worth noting that sensiNact is a modular platform built on
the top of OSGI technology. Each one of its modules comes in the form of a bundle, which
can dynamically and remotely installed, started, stopped, updated and uninstalled without
requiring a reboot of the entire middleware.
On the southbound side, the sensiNact gateway allows to cope with “physical device”
protocols, permitting a uniform and transparent access. Each bridge in the southbound is in
charge of communicating with a specific kind of device, using a given protocol. A nonexhaustive list of supported protocols includes EnOcean, Bluetooth Low Energy, MQTT, etc.
On the northbound side, the sensiNact gateway provides both client/server and
publish/subscribe access protocols, such as HTTP RESTful, JSON-RPC, etc. The set of
northbound bridges is also extensible, for tailoring special needs or singular systems. The
REST API is a key part in the architecture since it allows, along with Studio, the administration
of the gateway. Another interesting component of the architecture is the Application Manager.
Its goal is to instantiate and execute applications, listen for devices availability and update
applications lifecycle.
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Figure 22 Architecture of sensiNact.

Figure 23 shows the data model of sensiNact, which is discussed in more details in D4.1 [28].
In this section, we briefly mention that each data input received by the gateway is mapped into
the concept of ServiceProvider - Service - Resource. An example of this concept can be
applied for a connected Raspberry Pi (ServiceProvider), which provides access to a weather
station (Service) of several environmental indications, such as temperature (Resource).

Figure 23 sensiNact Data Model.
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7.2.2 Evolution of sensiNact
DECENTER platform gives the opportunity to sensiNact IoT middleware to be easily packaged
and distributed among different edge nodes. This flexibility of sharing the IoT platform as a
service raises a new demand; the ability of the various instances to communicate between
each other. To this end, an important direction towards the evolution of sensiNact middleware
is the development of a mechanism, which allows the synchronization and data exchange
between different distributed instances of sensiNact. DECENTER provides a great opportunity
for sensiNact to validate and assess this mechanism over different Use Case (UC) scenarios,
discussed in WP2.
Figure 24 illustrates a star-shaped topology where various nodes of sensiNact communicate
through a central node. In the central node, an instance of Zookeeper [51] can be found.
Zookeeper is an open source Service Discovery tool for maintaining configuration information,
providing distributed synchronization, and providing group services. We plan to explore the
applicability of Zookeeper in exchanging discovery events, provisioning and controlling remote
devices, collecting and analyzing remote data, etc.

Figure 24 Star-shaped topology of sensiNact nodes.

7.2.3 Integration of sensiNact with the DECENTER fog computing platform
In the context of the DECENTER fog computing platform, we are focusing on the following
aspects:
•
•

•
•
•

Distribute sensiNact components to the edge, by providing a reliable packaging and
deployment. For this purpose, container-based tools are being exploited;
Allow the synchronization and communication of sensiNact instances, deployed in
distributed nodes. For this purpose, co-ordination (e.g., Zookeeper) or orchestration
(e.g., Kubernetes) systems are being explored. Demonstrate this functionality for
different UCs over DECENTER platform;
Extend sensiNact’s model to represent, not only data-driven information from IoT
devices, but also knowledge-based outcome of AI applications;
Support sensiNact to become a tool for building, maintaining and interacting with
Digital twin (i.e., part of T4.2, WP4);
Leverage and further improve the functionality of sensiNact Studio to graphically
illustrate the entities of Digital Twin.
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8 Conclusion
This report presents our preliminary investigations and the implementation work performed in
tasks T3.1 and T3.2 during the first year of the DECENTER project, which resulted in the
release of the first version of the fog computing platform and of the brokerage platform. It also
reports on some indications on implementation and research work that will be carried out in
the following years.
As preliminary investigations, we have scouted existing solutions for fog computing, which has
led us to decide to adopt Kubernetes as an orchestration method for the project. We have also
relied on FogAltas for our initial works on the platform layer design and implementation
activities, given that it is a Kubernetes-based fog computing solution that provides
functionalities relevant for DECENTER. However, this choice is not constraining, since
different solutions could also be adopted if they are found to meet specifications provided in
D2.1 and in Section 5 of this document. Once taken the decision on what technological
solutions to rely upon, we have extrapolated the functional requirements for the DECENTER
platform layer starting from the requirements defined in D2.1, by also highlighting which ones
are met at the end of the first year of the project.
In the first year of activities, we have been able to provide a first working version of the fog
computing platform, which can deploy applications on single-domain hierarchical
infrastructures. Applications can also be composed using an Application Composer GUI that
allows specifying the topology and requirements of the applications to be deployed.
Additionally, we implemented a preliminary version of the brokerage platform, which allows
infrastructure providers to (i) share their spare resources by means of a Resource Exchange
Broker able to write information on a blockchain ledger, and (ii) self-deploy and federate rented
resources.
Finally, this report highlights the two main aspects that are being investigated and will be the
focus of T3.1 and T3.2 work in the second and third year of the project. First, we will extend
our fog computing and brokerage platforms functionalities to enable the monitoring of
performance indicators and the automatic verification of SLAs. Second, we complete the
integration of two IoT platforms provided by the DECENTER consortium partners (i.e.,
ThingPlus and sensiNact) in the fog computing platform to extend the platform’s functionalities
towards the management and orchestration of resources in the whole cloud-to-thing
continuum. Additionally, in next years of the project interaction between WP3 and WP4 will be
intensified, to ensure that the fog computing platform will be able to adopt requirements from
AI applications as developed in WP4, in order to be capable of hosting microservice-based AI
services in distributed fog infrastructures.
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Abbreviations
WP

Work Package

SLA

Service Level Agreement

SLO

Service Level Objective

SMI

Service Measurement Index

ISO

International Organization for Standardization

IT

Information Technology

QoE

Quality of Experience

QoS

Quality of Service

K8S

Kubernetes

ML

Machine Learning

AI

Artificial Intelligence

SaaS

Software-as-a-service

PaaS

Platform-as-a-service

IaaS

Infrastructure-as-a-service

CPU

Central Processing Unit

GPU

Graphics Processing Unit

RAM

Random Access Memory

IoT

Internet of Things

AWS

Amazon Web Services

VM

Virtual Machine

GUI

Graphical User Interface

CLI

Command Line Interface

API

Application Programming Interface

REST

Representational State Transfer

REB

Resource Exchange Broker

DB

Database

VPN

Virtual Private Network

UML

Unified Modelling Language

DAG

Directed Acyclic Graph

NGI

Next Generation Internet

BC

Blockchain
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DLT

Distributed Ledger Technology

MTBF

Mean Time Between Failures

MTTR

Mean Time To Repair

MQTT

Message Queuing Telemetry Transport

HTTP

HyperText Transfer Protocol

IDE

Integrated Development Environment

OSGI

Open Service Gateway Initiative

UC

Use Case
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